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ITponsBoanTenpnocts M/I-aaropuTMoB Ha THOPUIHBIX
cucremax Ha ynne Nvidia Tegra K1 u X1

B.II. Hukosbckuit?, B.C. Beuep??, B.B. Creraitios?

HaHI/IOHaJIbeIﬁ I/ICCJIG,HOBaTeJIbCKI/Iﬁ YHUBEDPCUTET «BrIcmasg mkomaa 3KOHOMHKI/I>>1,

O6beMHEHHbIIT HHCTUTYT BBICOKHX Temieparyp PAHZ,
MockoBcknit (hbu3UKO-TEXHUIECKUIT HHCTUTYT

B smannoit pabore paccmarpuBaercs 3p(OEKTUBHOCTD UCIIOIb30BAHUS THOPUIHBIX CHU-
CTeM Ha JHIle ]IS BhICOKOIIPOU3BOIUTEIBHBIX PACIETOB. Bo-11€pBhIX, IPOU3BOIUTCS
oCTpOeHme Mozeu rnpoussoaureabaoctu Roofline qis paccmarpuBaeMbIX cucTeM ¢
nmomoripio Empirical Roofline Toolkit, a Takke cpaBHeHre MOJTyIEHHBIX PE3YIHTATOB C
TEOPETUIECKUMH OIeHKAMU. BO-BTOPBIX, Ha IPUMEPE MOJIEKYISIPHO-TMHAMITIECKOTO
nakera LAMMPS B pasyimusabix KOHPUIYpaIUsX JeMOHCTPUPYETCsl IIPOU3BOIUTE b
HOCTB U 3(P(HEKTUBHOCTH HOBBIX YCTPOMCTB B KOHTEKCTE paHee COOPAHHBIX JAHHBIX O
npousBoauTebHOCTH 3T0oro MJI makera Ha pasHbIX mporeccopax. Kpome Toro, omnu-
caHa TONBITKA pa3faeanTb compute-bound m memory-bound pexumbr padorsr M/
AJITOPUTMa HA UCCJIEYEMBIX CUCTEMaX, 9TO COOTBETCTByeT npuHiuiny Roofline.

Karouesvie caosa: Kepler, Maxwell, ARM, cucrema Ha duiie, MOJIEKYJISPHAS [IMHAMUKA,
Roofline

1. BBenenue

Ha cerogusiiauil 1eHb TEXHOJIOTUN TPOU3BOJICTBA MUKPOCXeM OJIM3KU K JIOCTHKEHUIO (DU3n4e-
CKUX TIPEJIEJIOB, JAJIbIIe KOTOPBIX YBEJIUUYEeHNE JIOTHOCTH TPAH3UCTOPOB HA KPUCTAJIE CTAHOBUTCS
odeHb 1pobsieMaTndubIM. [lasbIieiinee HapalBaHue BbIYUCIUTEIHHON MOIIHOCTH CYIIEPKOMIIHIO-
TEPOB CBSI3aHO CO 3HAUYUTEILHBIM YBEJIUIEHHEM KOJMIECTBa Y3JI0B U MTOUCKOM 00Jiee CJI0KHBIX
TEXHOJIOTUA.

O/1HO U3 HaIpaBJIEHUN PA3BUTHUsI — 9TO IOBCEMECTHOE UCIIOJIB30BAHUE YCKOpUTEeH, TaKux
kak ['IIY, To ecTh mepexo K rereporeHHBIM cucTeMaM. XoTs n3Hadaabao ['IIY paspabdbarsiBaanch
JIJIST MACCOBOT'O PBIHKA, [IPUBJIEKATEILHOE OTHOIICHHUE <«IIEHA-TTPOU3BO/IUTE/ILHOCTDY IIPUBEJIO K
aJIAITaIi STUX YCTPONCTB JjIsi BBICOKOIIPOU3BOINTEIbHBIX BEIUUC/IEHUI TIOCPEICTBOM Pa3pabOTKu
rexuosioruii GP-GPU. Jlpyroit Tper — 310 pacryliee BHUMaHUE K OKa3aTeasaM dHeprodddek-
TUBHOCTH U PE3KUil poCcT BJmsHUs apxuTeKTypbl ARM Ha cepBepHBIl PBIHOK. YK€ HECKOJIBKO
mokosteanit ARM cHaGXKa0TCsT KOHKYPETOCTIOCOOHBIMEI MOJTYJISIMUA JIJIsT pabOThI ¢ YUCIaMU C
IJIABAOIIEl 3aISITOM, U 9TO OTKPHIBAET HOBBIE BO3MOXKHOCTH UX HMCIIOJIB30BAHUS JJIsI BBICOKOIIPO-
U3BOJIUTE/LHBIX Bbraucjaenuii [1].

[Tpu wucmob30BAHUN COMIPOIIECCOPOB OIPEJEIEHHBIE OIPAHUYEHNS BBISBIBAET TO, YTO THU
yerpoiictBa dusndeckn pazzesernl ¢ [IITY. KomvmyHukamms: cTaHOBUTCsST TOPA3/10 MPOIIE, CIIn
pasmectuts LIITY u conporeccop Ha ogaoM uute. Takue cucrembr Ha dune (SoC) yrke mpejcras-
sterbl, HaripuMep AMD Accelerated Processing Units, ARM Mali, Intel HD Graphics. Hemasuo u
Nvidia ob6bequamIa paHee HA3BAHHBIE J[Ba TPEHJIA B OJIHOM YCTPOWCTBE, U4TO IIPUBEJIO K BBIITYCKY
Tegra K1, a Bciten 3a HuMm Tegra X1. D10 ycrpoiicTBa, KOTOPbIE OObEIUHSIIOT HA OJHOM y3JIe
rHeckosibKo sijiep ARM Cortex-A u Nvidia T'IIY. 3a geBars jer pazpaborku Texunoygorun Nvidia
CUDA mosiBjIoch MHOI'O HayYHBIX ¥ WHKEHEPHBIX IIPOTPaMM, UCIONb3YouX eé. Hobast 64-6urHast
apxutektypa ARM Cortex-A57 Toxke JeMOHCTUPYET MOTEHIUAJ JJIsT BBICOKOITPOU3BOIUTETHHBIX
Beraucsiennii (cM. [2]). YunreiBas HU3KMI ypoBeHb SHEpronorpediieHusi, cucreMbl-Ha-unie Tegra
cJIelyeT pacCMOTPETh B KadeCTBE JIEMEHTHON 0a3bl s Oyaymux perrennii B obiactu HPC.

YckopernHast pa3paboTka 000pYI0BaHUS YBEJININBAECT 3HAYUMOCTH TECTOB 3(PPEKTUBHOCTU HO-
BBIX apxXUTeKyTp. TecTsl (cymep)KOMIBIOTEPHBIX CHCTEM UMEET HECKOJIBKO JIECATUICTUI HCTOPH
(cM. [3-6]. CriekTp UCIOIB3YEMBIX AJIFOPUTMOB CTAJI JIOCTATOYHO MIUPOKKUM, I0O9TOMY OCHOBHBIM
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UHCTPYMEHTOM JIJIsl pa3pabOTKK HOBBIX CYHEPKOMIILIOTEPOB JIOJIKEH ObITh TIIATEILHO OTOOPAHHbIH
HabOp TecToB. V3MepeHne u mpejicTaBieHne pe3yIbTaTOB TECTOB MPOU3BOIUTETHHOCTH MapaJl-
JICJIBHBIX KOMITBIOTEPHBIX CHCTEM CTAHOBSTCS BCE HoJiee HayIHO-OO0CHOBAHHBIMU |7, BKIIOUast
U3MEepeHne YHepronoTpeb/ieHnst, KOTOpoe KpaiiHe BaXKHO I pa3pabOTKU CyIePKOMIIBIOTEPOB
9K3adJI0IICHOrO ypoBHs [8].

2. O630p auTepaTypbI

Nzyuennio HoBbIX mporeccopoB ARMVS B cpaBuennn ¢ Atom u cepBepHBIMHE IIPOIECCOPAMHU
Intel mocssimena pabora [9]. B meit cobpan 6016101t 00bEM PE3yIbTATOB TECTOB U IIPOAHATN30BAH
C IPUMEHEHUEM CTATUCTUIECKUX MeTOOB. JljIsT BBISIBJIEHUST Y3KUX MECT KaXKJOW U3 apXUTEKTyP
[IPUMEHEH HOBBIX HOJIXOJI,.

Henasuo B obmactu HPC nosiBusioch HecKobKO uccieoBanuit cucrem-ua-unie Tegra. C uc-
[I0JIb30BaHNEM OObeIMHEHHON IaMsITH, HoaepKKa Koropoit Obl1a Begera B CUDA 6.5, Ukidave
et al. mokazajm yBesmueHHy0 cKOpocTh epefadn qanubrx IITY-T'TII #a Tegra K1 mo cpaBueHmio
¢ oomenom 1o muue PCle [10]. Haidar et al. paccmorpesin pou3BOAUTEILHOCTD U 9HEPIOIdh-
PEKTUBHOCTH TIPU MCMIONBL30BaHNM 6UbIMOTEKN JnHeiHo# aaredbpel MAGMA mna mmardopme
Jetson TK1 [11]. Stone et al. uamepsiiin HPOU3BOUTENILHOCTH OCHOBHBIX TIAKETOB BBIUMCJIUTEIIbHOM
6uoJIorny Ha HEKOTOPBIX HOBBIX rereporeHHbx miardopmax (Briodas Jetson TK1 u TX1),
KOTOpPbIe 00'be/IMHSIIOT MHOTOsIJIEpHBIE TleHTpaJibHble mporeccopbl ARM u yekopurenn GPU [12].

3. TectoBag KoHpUTypaIUA
3.1. AnmapaTHoe obecneveHue
3.1.1. Nuvidia Jetson TK1

Nvidia Jetson TK1 sTo maardopma ajst pa3spaboTKu, OCHOBaHHas Ha 32-OUTHON cucTeMe-
ua-aurne (SoC) Tegra K1 ¢ LPDDR3 nmamsarsio (paboraer ma wgacrore 930 MI'n). Komrurexc
neHTpabHOrO Tporieccopa Tegra K1 Britouaer dersipex siapa Cortex-Alb, paborarommx Ha
qacroTe 70 2.3 ['T'1, a Tak>Ke MsATOE MaJOMOIITHOE SJIPO, TIPEIHA3HAYEHHOE JIJIsi 3aMEeHBI OCHOBHBIX
siTIep B peXKUMe TOHUKEHHOW HATPY3KU JJIs CHUXKEHUsI TOTPeOJIeHNsT SHEPTUN U BBIIE/ICHUS TEILIa.
Takxke na kpucrasure pasmeriern onud ['TIY Kepler Streaming multiprocessor (SM), nmerorumii
gacrory 852 MI'y u 128 snep CUDA. Kaxmoe simpo Cortex-A15 umeer L1 ke uncrpyknuit u L1
KeIll JaHHbIX Kaxk bl mo 32 Koaiit. Kermr L2 numeer obbem 2 MbaiiT, m OH HUCIIOIB3yeTCS BCEME
4 sippamu. ITporpammuoe okpyzxkenue npejcrasieno Linux Ubuntu 14.01.1 LTS (GNU/Linux
3.10.40-gdacac96 armv7l). B kauecrBe Habopa uHCTpyMeHTOB Jyist Kommuisiiuu umeercst GCC ver.
4.8.4 u CUDA Toolkit 6.5.

3.1.2. Nuvidia Jetson TX1

Jetson TX1 ocuoBan nHa 60siee HOBOI 64-O6mtHOit Tegra X1 SoC ¢ namsarsio LPDDRA4
(1600 MT'i). Cucrema Bkirouaer 4 sigpa Cortex-A57, paboraromue wa vacrore 1.9 GHz, 4
6osee cmabpix sapa Cortex-Ab3, moaMeHSIONEe OCHOBHBIE siIpa TIPU HU3KON HATPY3Ke W JIBa
SM rpadmuueckoro yckopuresias Maxwell, paboratoriero na gacrore 988 I'l'ty u cozepxkariero
256 snep CUDA. Kaxnoe sinpo Cortex-Ab7 umeer L1 kem oobemom 48 Koaiit, 32 KbaiiT kera
nanubix ypoBHs L1. Takxke npucyrcrByer L2 ke, 2 MbaiiT KOTOpOro pacrpenesaeHbl MezK Ty
BCEMU SIJIPAML.

B kauecTtBe oneparuonHoit cucreMbl ycranopied Linux Ubuntu 14.01.1 LTS ¢ 64-6utHbIM
AIPOM It apxXuTeKTyphl aarch64. Tem e MeHee ocTajbHOE NMPOrpaMMHOE OKpy2KeHne 32-0uTHoe,
Takoe ke, Kak y 32-6urHoro Nvidia Jetson TK1 (pazmen 3.1.1), 3a uckmmodenuem 60j1ee HOBOTo

CUDA Toolkit 7.0.
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3.1.3. Cepsep c yckopumenrem Nvidia Tesla K80

JlJisi HAIVISITHOTO CpaBHEHUS B JAHHONM paboTe UCIOIb30BAJICA BBICOKOIPOU3BOIUTE/IBHBII
cepBep Ha 6aze maByx mporeccopos Intel Xeon E5-2697 v3. D10 mporeccop apxutekTyphl x86 64
Haswell, or umeer 14 sinep ¢ nojgepxkkoit rexnosoruu hyper-threading, paboratorux Ha JacToTe
2.8 I'T'i. Ha cepsepe ycranossien rpadpuaeckuii yckopuresb Nvidia Tesla K80. On nmeer mopsijika
5 ThICAY sifiep, paboTAOIIUX Ha dacoToTe 0KOJo 627 MI't u criocobeH yBeInYInBaTh 9acTOTy B
Typbopexkume. Yckopuresb uMmeer 24 I'B namsitu, a Ha ceppepe umeercst 132 I'b DRAM.

3.2. IIporpamMmHOe obecriedyeHue
3.2.1. Empirical Roofline Toolkit

B nmanmnoit pabore ucnosibzoBasics mabop mnporpamm Empirical Roofline Toolkit Bepcun 1.1.0,
ero MCXOJHBIA KOJ JocTyneH B pernosutopun Berkeley Lab ma Bitbucket [13]. st kommnuniisi-
UM UCIIOJIB30BAIUCH KJIIO4YH gee '-03 -march=armv7-a -mtune=cortex-alb -mfpu=neon-vipvéd
-ffast-math’ mna Jetson TK1 u '-03 -macrh=armv8-a -mfpu=neon-vfpv4 -ffast-math’ na
Jetson TX1. Ha Haswell mist Komnumisiiny ncrnoab3oBainch Kiaoun '-03 -macrh=haswell -mtune=
haswell -mavx2 -mfma -ffast-math’

3.2.2. LAMMPS

st kommisiiun LAMMPS mist Cortex-A15/A57 sinep uz Tegra K1/X1 coorsercrBeHHO
ObLIN UCIIOJIb30BAHBI T€ K€ OIIUU, 4T0 U jiid Komuuasainuu Empirical Roofline Toolkit. LAMMPS
koMmmuaupoBasics ¢ makerom USER-OMP gy ucnonszoBanust rexaosoruu OpenMP. [list makera
GPU 6bum ucnosbsosans! onmun kKoMiniannn CUDA-kona ’arch=sm_32’ jyia K1 u ’arch=sm_53’
st X1. JIns nakera USER-CUDA ucnonbszoBasicst ko4 ‘arch=21" B 06oux cirydasix.

Cymecrsyer orymane npu kommmsiun LAMMPS ¢ makerom GPU u nakerom USER-CUDA.
B cinygae GPU ectb mpocroit criocob ucmosib3oBaTh J00yio xkenaemyio apxurektypy CUDA npu
KOMITHJISIITAN, B TO BpeMsI KaK pa3paboTUYMKU HbIHE He nopjep:xkuBaemoro nakera USER-CUDA
[IPEJIOCTABJISAIOT CIEIUAIbHbIE CKPUIITHI U JOKYMEHTAIMIO TOJBKO JIJisi COOPKH TI0JT HECKOJIBKO
ycrapeBiux apxuTekTyp. Hecmorpst Ha sTo, USER-CUDA BCE ke ObLT cOOpaH ¢ HOBBIMU ap-
xuTeKTypamu sm_ 32 u sm_ b3 jyist npoeseHus TectoB Ha Jetson TX1 u Jetson TK1. Samepnt
[OKAa3aJI1, 9TO [POU3BOIUTE/ILHOCTE OYeHb CJIab0 3aBUCUT OT apXUTEKTYPhI, UCIOIB3YyEMON pu
KOMILTAIIY (pasHuria 6Jn3Ka K IMOTPENTHOCTH M3MEPEHNii), TaK ITO ObLIO MPUHSTO PENICHUe
HCI0JIb30BATh TOJIBKO 'arch=21" Jijis moc/ie Iy onmx TecToB Kak 06oJjiee JOCTYIIHYIO W PACIIPOCTPa-
HEHHYIO HACTPOMKY.

4. Mopgenp nmponsBoauTeabHocTu Roofline

4.1. Roofline

Mopnens npousogurensnoctu Roofline [14] (anrin. «awnust kpbimms», obo3Hadaer ¢opmy,
npoduib Kpeiim) pazpaborana B jaboparopun Bepkiu Performance and algorithm research. Ona
[IO03BOJISET Ha OJHOM I'PaduKe ONUCATH OIPAHIYEHNUS, CBI3aHHBIE C IIPOU3BOIUTEIHLHOCTHIO IIPOTIEC-
copa, IPOIIYCKHO CIIOCOOHOCTHIO TAMSITH, & TaK»Ke BO3MOXKHOE BJIMSAHUE Kellleil U BeKTOPU3AIUN.
Camoii ymobHoit n pacupocrpanentoit ¢popmoit mogenun Roofline apaserca nzobpazkenne mpon3Bo-
JUTEJILHOCTU KaK (PYHKITUU OT MAIMWHHONW MUKOBON MTPOM3BOAUTEILHOCTH, ITUKOBO ITPOITYCKHOM
CITOCOOHOCTH TTAMSATH U apuPMETHIECKON NHTEHCUBHOCTH.

KnroueBbim nonsituem st nornMmanus Mozesin Roofline siBiisiercst apudmernvieckass WHTEH-
cuBHOCTH TIporpaMMbl (arithmetic intesity). Onpejiesierne 9Toil BeJIMYUHBL 3BYYUT Tak: apud-
MeTHYecKass MHTEHCUBHOCTh — 3TO OTHOIIIEHUE ODIIEro KOJUIECTBa apuMPMEeTHIECKUX OTePaIlnii
(¢ uraBaoreii 3ansAToi) K 001eMy 00beMy IIepeJlaHHbIX JaHHBIX B Gaiitax. s Busyasusanuu
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MOJIEJIN HY?KHO M300pPa3uTh MPOU3BOAMTENLHOCTh KoMIbiorepa B I'®Jion/c Kak dyHKIMIO 0T
apudmeTnieckoii maTencuBHOCTH. [lo/ydenHast KpuBasi OTPAHUYHT ILIOIIAIb, B KOTOPOIl JieXKaT
BCEBO3MOKHbBIE IIPOU3BOAUTEILHOCTH IIPOrpaMM Ha 3Toi Mamube. [IpuyeM npu mnocrpoenun B
JBOITHOM JIOTapu(pPMUIECCKOM MaciiTade 3TU KPUBBIE 0TOOPAXKAIOTCs B MPIMbIE JTUHUU, UYTO OUEHD
HAIJISIAHO. B KadecTBe MLIIOCTpaluy IpeIaraloTcs rpaduKki U3 CIeAyIONuX YacTeld, CM. puc. 2.

B sroii pabore ms nmocrpoenust mouesin Roofline ncronbsosascs Empirical Roofline Toolkit.
9T0 HAbOP UCXOMHBIX KOIOB U CKPHUIITOB, KOTOPBIE OCYIIECTB/SIOT TECTUPOBAHUE CUCTEMBI U
[IOCTPOEHHUE PA3JIMIHBIX 0TI6TOB. OCHOBHAA UAes B CACAYIOMEM: B IUKJIE OPTAHU3YIOT BLIUKC/IE-
HUE MPOCTEHINX aprudMETHIECKIX OIIEPAINii HAJI SJIeMEHTaMI MACCHBa, OIPEIeJIeHHOM IJIMHBI C
M3MepeHneM BPeMEeHH BLIIOJIHeHns 9Toil 3amauu. B npomecce Tecra ERT Bapbupyrorcs Beaman-
el ERT  FLOPS u pasmep pabouero maccusa (Working set size). 910 103BoJIsIET TOCTPOUTH
3aBUCUMOCTDL IIPOM3BOAMTEILHOCTI OT apU(pPMETUIECKON MHTEHCUBHOCTH € YIETOM 3P(EKTOB
Kelren.

4.2. TeopeTndyecKkne OoeHKMN

B sTom pasaerne oTmeabHO MOKa3aHO, KAKUM 00Pa30M B 9TOM MCCJIEIOBAHUN OBLIN CAEJIAHBI
OIEHKN HHUKOBBIX BEJIUTIHH, CBA3AHHBIX C IPOU3BOIUTEIHHOCTHIO.

[TukoBas nporrycknast cnocobuocts L1 kerra mporeccoB Tegra X1 u Tegra K1 moxket ObITh
onerena 110 dpopmyite freqq py [T * 32[6mt] * (1[3ammcs| + 1[arenue]). Teopernaeckast npomycKHas
CIIOCOOHOCTH MAMSITH 3HAYUTENILHO HuKe: freqpp g [I'Tn) * 8[6aiit] * (1[3amucs| + 1[arenue]). dis
['ITY cucremuast nporyckHas criocobroctsb L2 onenuBaercs rak: [kosmdecrBo SM]xfreqq prr [I'T 1)
32[6anka mamsru] x 4[6aiit] * 0.5. 910 naér 54.4 I'B/c qua Kepler SM B TK1 u 128 I'B/c jqa
nByx Maxwell SM 8 TX1.

E T T T T T T T T T T T T
F auT/c
| 128 M6awt/c ; N 1e+02 |-

1e+02

14.88 [Gant/c

1e+01 E 1e+01 |

TK1 DP
TX1 SP
TK1 SP
Xeon E5-2697 v3 DP
Xeclm E5-26£l§7 v3 SF‘1

Obwas nponyckHas cnocobHocTb (M6aiiT/c)
Obwas nponyckHas cnocobHocTb (M6aiiT/c)

Te+00 4 Tesla K80 DP ——

Tesla K80 SP ——

1e+00
1e+03 1e+04 1e+05 1e+06 1e+07 1e+08 1e+09 1e+00 1e+01 1e+02 1e+03 1e+04 1e+05 1e+06 1e+07 1e+08 1e+09

Paamep pabouero maccuea (GanT) Pa3amep pabouero Maccusa (6ainT)

Puc. 1: I'paduk 3aBucumoctu npoiyckuoii ciiocobroctu IITY (coesa) u IITY (cupasa) or pasmepa
obpabaTbiBaeMoro Maccusa. st cpaBHEHUsT TPUBOASTCS TpaUKu cepBepa ¢ IPOIECCOPOM Xeon
u yckopurejeMm Tegra

Empirical Roofline Graph ana MY (aBoiHas TOYHOCTb) Empirical Roofline Graph ana ogHoro sagpa LMY (aBoiiHas TOYHOCTb)
2.3 Fdnon/c [TX1)
159 Cdnon/c (TX1) 2.1 [®nor/c (TKT)
13.6 Tant/c (TKT)
O 10¢F (8}
~ ~
C cC
5} S
g =
o o
[ [
1
0.01 0.1 1 10 1 10
®non / 6ant ®non / 6anT

Puc. 2: Buzyamuzanus mozmenu Roofline g I'TTY u IIITY annaparasix miardopm Jetson TX1 u
Jetson TK1
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4.3. AHasimu3 pe3yIbTaTOB

Ha puc. 1 uzobpazkeHbl 3aBUCHUMOCTH [IPOIYCKHOM CIIOCOOHOCTH OT 00bEMa 00pabaThIBaAEMbIX
JAaHHBIX Ha rpadudeckoM yckoputese. Ha 1 aape menrpasbaoro mporeccopa TK1 mabaogatorcs
3HAYEHUsI IPOIYCKHOI criocobnocTn 6uskue Kk 85% ot nukosoro 3uadenus s L1 kerma. [Ipo-
IyCKHasi crocobHocTh L2 npumepHo B 2/3 MeHblne. 3HaueHusl IPOIYCKHOMN criocobHocTn Ha Tegra
X1 HAXOHATCS B OYEHb XOPOIIEM COOTBETCTBUU C TEOPETUUECKUM 3HAUYEHUEM U HE OOHADYKUBAET-
csa pasHuia Mexky paboroit B L1 u L2 kemax. B omunounoit Tounoctu Tegra X1 mnokasbiBaer
[POIYCKHYIO CIIOCOOHOCTD Kellla 0KoJI0 5/6 oT 3HaveHuil npu pabore ¢ JBOIHON TOYHOCTHIO.

Yro Kacaercsi ycrosiBieiicss nporyckHoii crnocobroctn (sustained bandwidth) ocrosHoif
namsTH, pe3yabrarsl Roofline s omHoro siapa mporeccopa mokasbiBaior 1/2 u 1/4 or THKOBBIX
BesmmunH HAa TK1 n TX1 coorBeTcTBEHHO.

[Tpu zamycke Roofline na I'TIY 3uatenns mpomycKHON CIOCOOHOCTH OKA3BIBAIOTCS OJIM3KN
K TeopeTuyueckuM oreHkam. He Hab/romaeTcst GOJIBIION PA3HUIIBI MEYXKTY OJUHOYHON U JIBOWHOIT
TogHOCTBIO. Puc. 1 memoncTpupyer HeGObINYIO pa3Huily Mexkay pasmepamu ['IIY L2 kemra na
Kepler (1.5 Mb6aiit) n Maxwell (2 Mb6aiir). [Toka ocraércest HEMOHSTHBIME, HOYEMY ITPOILYCKHAS
CIIOCOOHOCTD MAMSITH HEMHOTO IOHIKAETCs IIpU pasmepax paboueit namsaru 6osee 50-70 Moaiit.

Puc. 2 mokasbiBaeT, 4T0O 3HaYEHUsT MTMKOBOM mpoussoauTesbHocTH jyist Cortex-A15 u Cortex-
AB5T ouenb 6rmzku: 0.9 @uon/Takr jyist A15 (coorBercTByer upeapLyIeii Hameil onenke [15])
u 1.2 @uon/rakt Ha A57. Kpome toro na Tegra X1 6bu1 mpousBeieH 0COOBIN SKCIIEPUMEHT €
HeodurmasbHbIMU 64-6UTHBIME HHCTPpYMeHTaMu c6opKH (0UIMaIbHON MOJJIEPIKKHN €I HeT),
U OHU II0KA3aJU TaKylO0 Ke HMPOU3BOAUTENHHOCTh. C HCIOIBb30BAaHUEM OJMHOYHON TOYHOCTH
nosiyuaercs 5.0 ['@gon/c na A15 u 5.1 I'®jion/c na A57. JluzaccemnpoBanue GUHAPHBIX (DaiijioB
HOKa3bIBaeT, 4To B d1pe Roofline ncrmonssyiorca FMA nnacTpykimn miis noaydeHnsd Ryeq, Ha
Cortex-A5/A15/A57, HO TpebyeTcsl JIONOJIHUTEILHOE [IePEMEIEeHe JaHHbIX, YTO CHUXKAET MX
adpderTuHOCTD. [leso B ToMm, uro B Habope ucrpykunit ARM omeparun FMA npucyrcrByror
TOJILKO B hopMme a = a + b - ¢, B To Bpemst Kak B FMA3 (nanpumep, B Haswell) ectb u apyrue jse
BO3MOKHBIE ollepaluu: a = a-c+b, a = a-b+ c. dddexkrusnoii Bekropuzanuu ¢ nomoinio NEON
UCIIOJIb3YEMBIH KOMITUJISTOD HE OCYIIECTBIISET, XOTS 9TO 00€CIEUIIO OBl JIBY- WJIA YeThIPEXKPATHBII
MPUPOCT MIPOU3BOJUTETEHOCTH, W JIJIsT TOTO €CTh BO3MOXKHOCTb.

Bamyck Tecta Ha GPU mosiy4uns 3Ha4eHns TUKOBOH IIPOU3BOIUTEILHOCTH B OJIMHOYHON TOY-
Hoctu 209.9 T'®on/c na Kepler SM u 485.1 T'®ionr/c na asyx Maxwell SM B cocraBe TX1.
Drn 3Havdenus OJU3KH K TeOPeTHIeCKNM HUKOBBIM 3HadennsM 218 I'@uon/c u 511 I'duon/c
cOOTBeTCTBEHHO. [Ipu uco/ib30BaHuY JBOHHOI TOUHOCTH MOJyYatoTces 3Hadenus 13.6 T'®Jion/c u
15.9 I'dJorn/c, KOTOPBIE COOTHOCATCS ¢ OXKUTAEMBIM 3HadeHneM okoJsio 16 I'®omc/TakT (mpoms-
BojuTebHOCTE FP64 orHOCUTCs K tipousBojurenbHoct FP32 kak 1/24 st K1 Kepler u 1/32
st TX1 Maxwell).

5. Kiaccuvieckas monekyssspHasa auHamuka 1 LAMMPS
5.1. MeToa MOJIEKYJISPHOI JUHAMUKA

MoustekysisipHO-TUHAMAYECKUI METOJ OCHOBAaH Ha perieHnu HbIOTOHOBCKUX ypaBHEHUN JIBUKE-
HUS OTJCJbHBIX YACTUIL U SBJISETCH UCCACIOBATEIbCKIM UHCTPYMEHTOM BeJIUYaMIeil BaXKHOCTH.
Boraucnurenbaast ckopocTb n 3(hHEKTUBHOCTD MAPAJIEU3AINN - ITO TJIABHbIE (DAKTOPBI, KOTO-
pbleé OrPaHUYUBAIOT IPOCTPAHCTBEHHLIE U BPEMEHHbIE MACIITa0HbI, nocTynnbe st M/I-pacuéra.
JlocTuray Thie TIpeesibl 9TO TPUJLIHOHBL aToMOB [16] 1 MumncekyH bl Bpemenu [17], npu tunmaaOM
M/I mare mopsijika 1 heMTOCEeKYH/IbI.

V3kum mectom B M/ asropursme gBJISIETCS BBIMUCINTENHHAS CJIOXKHOCTD PACUETA MEKATOM-
HBIX ITOTEHIINAJIOB. ['MOpUIHbIE apXUTEKTYPLI PACCMATPUBAIOTCA KAK OCHOBHAS BO3MOXKHOCTD JIJIsI
HCIIOJIb30BAHMST Ha CYIIEPKOMITBIOTEPHBIX y3Jsax. Anropurmer M/ Ha rpadudeckux yCKOPUTEISIX
SIBJISIIOTCSL YaCTHBIM cirydaeM noptupoBanus M1 anropurmor Ha SIMD apxuTekTypbl, Takue Kak

534



Cynepromnsromeprule Onu 6 Poccuu 2016 // Russian Supercomputing Days 2016 // RussianSCDays.org

Intel Xeon Phi.
5.2. LAMMPS u rubpuanbie apXuTeKTypPbl

B nmammoit pabore mcnosb3yercs maker LAMMPS, 510 rubkuit nHCTpYMEHT JjisT TOCTPO-
eHust Mojesieit kyraccuueckoit MJI B marepuajosenennn, xumuun u omosiorun. LAMMPS sto
He eauHcTBeHHBIN M/l makeT, KOTOPBI MOPTUPOBAH HA MHOPHIHBIE APXUTEKTYPHI (HAIpUMED
HOOMD [18] usnauasnbto npoekTupoBasicst ¢ pacaérom Ha ['ITY yckopurenn). IlepsbivMu peasn-
sanusvu MJT asropurma st tubpuaabix apxurektyp B LAMMPS 6bum nakerst GPU [19,20] u
USER-CUDA |21].

[Taker GPU nopnepxkusaer 1 CUDA, u OpenCL. OH 6bLI CIPOEKTHUPOBAH JIJIsSI TOTO, ITO-
OBl UCIIOJIB30BATH PACIPOCTPAHEHHYIO KOH(MUTYPAIUIO, KOTJIA OJUH W Oojiee TpaduaecKuii
YCKOPHUTE/Ib MOJIKJIFOYEH K OJHOMY WJIn 6ojiee MHOTOsIIepHOMY Tporieccopy. OcobeHHOCTBIO 3TOi
peasn3aly CTajo MepeMeleHne JAHHBIX C YCKOPUTEJIsi HAa XOCT MI0CJIe KaXK0r0 BPEMEHHOr'O Iara.
B orimuae or USER-CUDA, naker GPU mo3BoJisieT 3aIycTuTh HECKOJBKO IIOTOKOB IIEHTPAJIBLHOTO
nporeccopa Ha onmH ['IIY, a Takyke momyckaer pacuér cua uHa I'IIY m HIIY ommoBpemenno.
Bupouewm, B mamux sxcrnepuMmenTax Koudurypaiuu, ormmaasie or 1 ['TIY ma 1 siapo mporeccopa,
MPUBOIIIN K TTOTEpe MPOU3BOIUTEbHOCTHA. B 3Toit pabore maker kKommuanposajics B8 CUDA
BEPCUU JIJIsl BCEX TPEX MOJJIEPKUBAEMBIX PEKUMOB TOYHOCTH BBIYMC/IEHUTT (OJMHOYHBIIH, TBONHOM
U CMEIIAHHBI ).

[Taxer USER-CUDA mojep:kuBaer TobKO yerpoiicTsa, coBmectumbie ¢ CUDA. B otyimaue ot
nakera GPU, USER-CUDA mnosBoJster npousBoanuTh Bce Bbruncienuss LAMMPS mist MmHOXKecTBa
maros Ha rpadudeckoM ycrpoiicrse (3a uckiouernem MPI o6menos mexxity y3siamu). Takum
obpazom, nadoOpMalusa 00 aTomMax He mepenacTcs JUIMMHUN pa3 Tyaa u oopatno mexkay I'ITY u
HITY. Cuucku cocepeir Takxke crposites Ha IV, B 1o Bpems kak maker GPU mo3Bouisier BeIOpaTh
anst atux neseit LITY wau HITY. Bupodewm, BoizoB me-I'ITY omepaTopoB BO BXOIHOM CKPUIITE
LAMMPS npuBoauT K BBITPY3Ke JAHHBIX B OCHOBHYIO TIAMSITH, YTO MOYKET TMPUBECTH K MTOTEPSIM
npoussourebHocTH. USER-CUDA Tak:ke ObIT IPOTECTUPOBAH B PEXKUMaX OJMHOTHOM, JBOWHOIM
1 CMEIIaHHOU TOYHOCTH.

5.3. TecroBass Mmogesb

B kagecTBe TecTa B JaHHOM paboTe MCIOIL30BAIACH MOAEIE JIeHHApA-/IKOHCOBCKOHN K1 I-
KOCTH C IJIOTHOCTBIO 0.84420 3, kommuaecTBoMm aTomos 108000, pacunTsiBaemast Ha 250 marax
o cxeme mHTerpupoBanuss NVE. Ilomobubrit 6eHuUMapK KpaiiHe pacimpocTpaHEH cpean pador,
nocBsteHabx M1 MoieTMpoBaHuio, U OOBITHO UCIIOJIB3YETCsT PAJIAYC OTCedeHus 2.50.

DTOT MoCJIeHUI TapaMeTp 3aC/IyKUBAET OTIEIbHOTO 00Cy K aeHus. OOBITHO OTCEUEHNE MEK-
ATOMHOI'O B3aMMOJIEHCTBUS HCIIOJIb3YETC B ajropurMe Kjaccudeckoit ML mjst cyrecTBeHHOTO
CHUKEHUsT BBIYUCIUTEIbHOM c1oykHOCTH. OH ONpeesisieT KOJIMIeCTBO OJIMKANIIN coceneil KaxK-
JIOI YaCTHUIbI, COOTBETCTBEHHO M KOJIMYECTBO BBIUUCJIEHUN ¢ TeM Ke HabopoMm JaHHbIX. [losb3ysich
tepMuHoJiorueiit momesn Roofline, MoXKHO cKazaTh, 9T0 apudMeTnIecKass HHTEHCUBHOCTD aJrOPHUT-
Ma TPSMO TTPOTIOPITHOHATBHA KOJTUIECTBY OIKafmux coceieil. A Tak:ke MPOU3BOAUTETHLHOCTD
MIPOIIOPITMOHAIBHA, OTHOIIIEHHUIO OJIMKAUIIMX coceeil K obiemy Bpemern paborsr M/ asropurma.
s paccMOTpeHusT TaKOW 3aBUCUMOCTU ObLITN COOPAHbBI JAHHBIE O 3ABUCUMOCTH, U OHU OTOOparKe-
ubl Ha pucyHke 3. Tector obecnieunBaror naker USER-CUDA B pexkumax JBONHON U OQUHAPHOI
rounoctu, naker USER-OMP B apoiinoit Tounoctn 1 KOKKOS B pexxumax CUDA u OpenMP.
Tak Kak M3BECTHO, UTO Ha KaxKjoe B3anMmojeiicTeue npuxojaurcs 23 Djor, a KOJIMIECTBO B3a-
UMOJIEHiCTBUII HA aTOM PABHO KOJMYECTBY cocejieil (Jnbo 110JI0BUHE 9TOr0 KOJIMYIECTBA, €CIu B
AJITOPUTME MCHOJIB3YeTCsl 3-uii 3aKOH HBIOTOHA), TO OT BEJIMUMHBI «COCEJIEH B CEKYHJLY» JIETKO
nepeiitn K Besmaune OJron/c, 4TO MO3BOJISET PACCMATPUBATH 3aBUCUMOCTDL Kak aHasior Roofline.

B ciiygae USER-OMP npu masom kosimdecTBe cocejieil ajiropuTs siBjisieTcst memory-bound, u
¢ yBeJIMUEHNEM KOJIMIeCTBa coceieil epexoaut K compute-bound. Aropurm makera USER-CUDA
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siBJisieTcss memory-bound mpu MajioM KosmdecTBe cocesieit. [10aToMy oTHOIIEHUST TPOU3BOUTE b
HOCTH B J[BOjiHOM n oxHapHOil Tounoctn (x2.5 1uist Tegra K1 n x2.8 muis Tegra X1) onpeensiorcst
OTHOIIIEHUEM TIPOITYCKHBIX CIOCOOHOCTE! (B OMIMHAPHOI TOYHOCTH 00BEM MEpeIaBaeMbIX JIAHHBIX
B 2 pasa MeHbIIIe 110 CPABHEHUIO C JIAHHBIME B JIBOWHON TOYHOCTU U IPOIYCKHAsST CITOCOOHOCTH
L2 kema I'ITY Tak:ke HECKOJBKO BBIIIE B OAUHOYHON TOUYHOCTH). MOXKHO yBH/IETH, YTO TPOU3BO-
murenbHocts GPU B 1.8 pasa Bbillie, 4eM IPOU3BOAUTEIHLHOCTD 4-ex spaep LIITY, monydennas ¢
momotnpio makera USER-OMP. 910 oyenb 6/1M3K0 K OTHOIIEHNIO MMKOBON ITPOM3BOAUTEIHHOCTH
I'TIY Maxwell k 4 simpam Cortex-A57: 15.9/(4 * 2.3) ~ 1.7. Tlaker USER-CUDA mnoxkasbiBaer
JIOBOJIBHO HUBKYIO IIPOU3BOIUTENHHOCTD IIPH OJMHOYHON TOYHOCTU: aJITOPUTM BCE BPEMs OCTAETCH
3aBUCUMBIM OT CKOPOCTH IAMSITH U3-38 TOI'O, YTO YBeJMUYeHHe KOJMIECTBa COCe/Ieil TIPUBOJIUT K
YCJIOXKHEHUIO JIOCTyHa K ITaMsITH.

[Ipu cpaBuenuu pesynbraToB SOC ¢ TPOU3BOAUTEIBHOCTHIO HA OOBITHOM CEpPBEpPE CJIeyeT
o0paTuTh BHUMaHHE, YTO POU3BOIAUTEIHLHOCTh HE BO3PACTAET B COOTBECTBUU C OTHOIIEHUEM
[IPOU3BOJIUTELHOCTH, & B OOJIBINEH CTEIEHN OIPEIEJIseTCsl TPOIYCKHOH criocobHocThio. Kpome
TOrO CJIJIyeT Y/AeJUTh BHUMAaHHEe TOMY (akKTy, UTO [P yBEJUIEHUHN pajuyca OOpe3KU PasHUIA
MEXK/Iy OJMHOYHOM U JABOHHON TouHOCTHIO HA TX1 yMeHbINAeTCs, B TO BpeMsi KaK Ha cepBepe
SIBHO YBEeJIMIUBAETCS U PACXOIUTCS.

[Ipu 6ospioMm 3HatMeHNn paanyca obpeskn mpomsBoauTeabHocTh maketa KOKKOS ¢ CUDA
cranouTcst Otm3ka K mpousBoaurebaoct USER-CUDA| B To Bpemst Kak IIpu MaJIbl3 3HAMEHUAX
on sieHo npourpeiBaer. Ha LIITY KOKKOS He mokasblaBeT XOpOIINX Pe3yAbTaATOB IIPH JIFOOBIX
3HAYEHUSIX PAJIIYCa.

K80 USER-CUDA SP
K80 USER-CUDA DP
©O—6—© K80 KOKKOS CUDA
TX1 USER-CUDA SP
= TX1 USER-CUDA DP
@=—6=—6 TX1 KOKKOS CUDA
A==+t Xeon serial

= @===& TX1 KOKKOS OMP
+ =+=+TK1 USER-OMP

+= =+=+TX1 USER-OMP

102

Neighbors/time, s-1
o

1x2.

‘ T T 1T H‘ T T 1T H‘ T 1
10" 102 10°
Neighbor

Puc. 3: IlpouzBogurensHocts M/ asropurma kak (QyHKIHS OT KOJIMIECTBA OJIMKANIINX aTOMOB
B Mogenn JI-JI>K »KUJIKOCTH: MOXKHO paccMaTpuBaTh Kak aHajor Roofline

5.4. IIpoussoguresibHnocts LAMMPS otHOocuTesnsno Ry.q

17151 KOHEYHOTO MOIb30BaTE ST BBICOKOIIPON3BOAUTEIBHBIX CUCTEM BaKHEUIITUM ITapaMeTpoOM
SIBJISIETCST BPEMSsI PeIleHus] 3aJ[a9r. DTO MPUBOJUT HAC K OUEBUIHOMY PEIIeHUIO UCIO/Ib30BATh
BEJINUNHY «BpeMs Ha onawH mar M/l nHTerpupoBanns» B KadecTBe OJHOTO U3 TapaMeTPOB MEeTPHKHI
POU3BOAUTEIbHOCTU. pyroil mapaMeTp J0/KEH XapaKTepu30BaTh alliapaTHoe 0OecIievueHue.
st cpaBHEHUsI CYIIECTBEHHO PA3HOIO AIAPATHOIO 0DeCHedeHns TUKOBas [TPOU3BO/IUTEIHLHOCTD
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Oy/eT UCIOJIb30BAHA B Ka4eCTBE BTOPOro napamerpa Merpuku. I'paduk 4 mokasbiBaeT cpaBHEHUE

Time per atom per 1 MD step, sec
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Puc. 4: Bpems na arom sva 1 MJI mar s recra JI-JI2k »)kuaxocru (paguyc obpesku 2.50)

BpeMenn pacuéra momenn M/ tecta JI-/[2K KUAKOCTH Ha pa3iIWIHBIX MUKPOIporeccopax. Pe3ymn-
TaThl TecTa Ha ojgHoM siyipe LIITY s nmporeccopos Intel Pentium II Over-Drive 333 MI't, DEC
Alpha 500 MI't;, PowerPC 440 700 MI'n, Power4 1.3 I'T'iy and Intel Xeon 3.47 I'T'n B3saThI ¢ caifiTa,
LAMMPS u orobpazkenbl Ha rpaduke YepHbBIME KpyraMu. Bpemst orpesessieTcst CTpyKTYPOi
MHUKPOIIPOIIECCOPHOTO sIIPa U CIIOCOOHOCTHIO KOMIIMIATOPA CO3IaBaTh 3(p(MEKTUBHBIN UCITOTHSIE-
MBIl KOjI. Bee ToUKM oTBeUatoT OfHON U Toii e BbraucsuTesbHoll 3anade (JI-/Ixk kumkocTs) u
onaomy u Tomy ke C++ komy mporpamMmbl LAMMPS, HO pasHbIM KOMITHJISITOPAM JLJTsT KayK IO
cucreMbl. Benuunna Rpeqp /1718 CTaphIX IPOIECCOPOB B3ATa U3 OIYOJIMKOBAHHBLIX TEXHUICCKUX
crenudukarnuii. Pesynprarst Intel 1 DEC Alpha xopomio cormacytorcst ¢ BeipazkenneM t & 1/ Rpeqp-
K tomy ke, eciim ormaciTabupoBaTh NUKOBYIO pousBoguTesibHocTh LIITY IBM Power Tak, 4To0bI
uckounth FMA omepanuu, kaxkaasi u3 Koropeix obecrieanpaet 2 Djrorn. Takske miist PowerPC 440
UCKJIIOYAIOTCS [IPEJIITOJIOKUTEIHLHO Hercosb3yeMble orneparuu SIMD, Torja Bce Toukn joxkarcst
Ha ob1ryto 3aBucuMoctsb ~ 7000 Pom/arom/mar/ Ryeqk-

MBI MOKEM CPABHATB 9TO COOTBETCTBHUE C IPYyToii [22] orenkoit bb[coceeit]«23[Pon Ha mapy] =
1265 ®ron/arom/mar, niau BaBoe MeHbine 633 Duon/arom /mar s ve-I'IIY anropurMos, Ko-
TOpbIe YUUTHIBAIOT 3-uii 3akoH HboToHA. DT0 o3Hauaer, aro M/ amropurm 8 LAMMPS npu
ucnioynennn Ha [IITY apxurekTypbl X86 1 HEKOTOPBIX YCTAPEBIINX APXUTEKTYyPaX UCIOJIb3YeT
633/7000 ~ 10% ot 0b11ero Rpeqk-

Pesynbrars skciepuMeHTOB, cienanubie Ha cynepkomibiorepax MBC-10I1 MCIL PAH 6e3
(moJIHBI OpaHKeBbIil KPY’KOK) U ¢ (IIyCTOH OpaHKeBbIil KPY?KOK) PyYHON BeKTOpH3alueil TakKe
npejacTaBiaeHsl Ha puc. 4. B atom cimygae LAMMPS kommuaupyercst ¢ momorsio Intel CH+
compiler ¢ nmoaksrouenuem makera USER-INTEL, koropslit opuerTrpoBal Ha 3(O@EeKTUBHOE
ucnosib3oBanue apxurekTypol Intel Xeon. Takoit Tun onTuMu3anum Kojia MPUBOJIUAT K YCKOPEHHIO
BBIYNCJIEHHI [0 2-yX pa3 u HpuBOIuT K ypoBHIO ~ 3500 ®omn/aTom/mar/ Ryeqk, ITO COOTBET-
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cTByeT ypoBHIO norpebiienns nopsaka 20% or Rpeqr. 3amyck Ha Intel Core i5 (Haswell) nmoxasan
Ha pHUC. 4 ¢ COOTBETCTBYIONMM MaCTaOUPOBAHUEM F)eqr. AHAINS3 MOKA3aJ, UTO IIPU ONPE/Ie/ICHIN
npousBojuTesbHocTH Roofline ncrosib3yiores ¢ MmakcumMalsibHON 3 OEKTUBHOCTBIO UCIIOJIB3YIOTCS
BekTOpHBIE HHCTPYKInu FMA u3 Habopa AVX2, obecrieunBasi BOCBMUKpaTHOE yCKOpeHHue. B To
ke BpeMst B LAMMPS aBroBekTOpm3aIius He MTPOUCXOIUT, W UCHOJB3YIOTCS TOIBKO aBe FMA
MHCTPYKIINK Ha pacdeT Kaxkjaoro JI-J/I>k B3anmoieiicTBus.

[Mukosast mponssoauTenbHocTh ARM Cortex-A #He 3a10KyMeHTHPOBAHA, POU3BOIUTEISIMI.
CoorsercrByonue 3HaueHusT Ryeqr A1t Nvidia Tegra K1/X1, a rakxxe ODROID-C1 nosydenst
¢ momorpio Tecros Empirical Roofline Toolkit (wacrs 4). IIpn ucnosnb3oBannu geec aBToBEKTO-
pusarnust s ARM wme ocymectBisiercs Hu B ciayaae LAMMPS, vu maxke B ciyuae Roofline.
LAMMPS nemoncrpupyer npu 3amycke Ha Cortex-Ab acdbdexkrusrocts nmopstaka 633/1750 ~ 40%,
9TO MPUMEPHO B 4 pasa Bbiie, 4eM 3bdeKTUBHOCTD apyrux [IITY.

Brigatorue pesynbrarsl ODROID-C1 BbI3BaIM HHTEPEC IIPOBECTH JIOIOJIHUTEIEHBIE TPOBEPKH.
Yrobwl yoeuThest B ToM, ato Cortex-Ab He moaMeHsieT JBOWHYIO TOYHOCTH OJIMHAPHOMN, ObLIa
OIIpejie/IeHa MAaIlTMHHAs TOYHOCTh, 1 0Ka3aJI0Ch, 9TO OHa cooTBeTcTByeT cranmapry IEEE 754 kak
B CJly4yae OJUHAPHON TOYHOCTH, TAK U B CJIydae ABOWHOI.

PesyabraTel, nonydennbie ¢ nakeroM USER-CUDA B ABORHOI TOYHOCTH JHOJI?KHBI OBITD
orMaciTabupoBanbl (M300parkeHo CTpesiKaMu Ha puc. 4), 9Tobbl UCKIIOYNTh Biansaue FMA,
nojepkuBaeMbix Hekoropbimu L'ITY. B atom ciygae naker USER-CUDA nmenaer okosio 3500
®ro1/aTOM/IIAr, YTO COOTBECTBYET UCIOIB30BaHMIO 0KOJI0 50% o1 I'IIY Ry

Crout ormeTuThb, 9TO BpeMsi Tecta Ha 4 sinpax Cortex-A57 ¢ ucnosb3zoBanuem OpenMP

Bepcun LAMMPS ouenn 6musko k USER-CUDA na TI'ITV.

6. BeiBoabI

B sroit pabore 6bLIa chemaHa oneHka mpousBonuTenbHocT cucreM Jetson TK1 u HOBeiimeit
Jetson TX1 ¢ ucnonszoBanuem mozieaun Roofline n macTpymenTa Empirical Roofline Toolkit.
Paccmorpens! cirydan oguHapHOR u gBOitHON TouHOCTU. [losTyUeHHbIE PE3y/IbTATHI IIPOITYCKHOM
CIIOCOOHOCTH OIIEPATUBHON HAMSITH W KSII-IIAMSITH COIOCTABJIEHBI C TEOPETUIECKIMU 3HATEHUSIMU.

JLj1st TeCTOB MPOM3BOJIMTEILHOCTH KOHKPETHOTO [IPUMEPA, IIPUKJIAJIHBIX PACUETOB HCIOJIb30Ba-
JINCh TPU Pa3HbIE PeAU3AIME MOJIEKYISPHO-INHAMIIECKOTO ajropurMa u3 nakera LAMMPS:
OpenMP Bepcust M/ anropurma u gBa Bapuanta I'IIY-asropurmos. [lpeioxken meTosr Bapbu-
pPOBaHUSI BBITUC/IUTEIbHON nHTeHCHBHOCTH M/ 3a/a1u mmyTeM BapbUpOBaHUS Painyca 0Ope3Kn
MMapHOIo MOoTeHIMa a. TakuM obpasoM, ObLT TokazaH nepexon MJI pacdera n3 memory-bound B
compute-bound pexkum B KaxKJIOM U3 TpexX Caydaes. JlaHa MHTepIpeTamus MpOu3BOUTETbHOCTH
M/I asropuTMoB B cooTBeTcTBUE ¢ pedysbraramu Empirical Roofline Toolkit.

[Tostyuennsie B 310 paboTe pe3yJbTaThl OBLIN COIOCTABJIEHBI C DaHHEe HAKOIJIEHHBIMU
pe3yabTaTaMu JJIs Pa3JInIHbIX apXUTEKTYP. B aHaIn3e NCIoIb30BaIach METPUKA «BPEMSI PEIIIeHHUsT
K Rpeqr», KOTOpas MO3BOJIAET IPOAHAIM3UPOBAThL 3(PMOEKTUBHOCTD UCIOIL30BAHU PECypPCOB
BBIUMCJIEHUI C IJIABAOIIEN TOYKOM ITpK pasHbIX KOMOMHAIMAX alaparHoro obecredenust u 110.
Hawubombimast 3heKTUBHOCTD JOCTUTAETCS B caydae apxuTeKTyphl Cortex-Ab.

Ucnonszopanne Texrosoruit OpenMP wiu CUDA B ciaygae ML aaropurmMor obecrieauBaeT
COTIOCTABUMOE BpEMsI IIPU UCIOJIB30BaHUU JBOIHON TouHOCTH it pacuéra JI-Jxk kuakoctu. B
omuuapHoit Tounoctr CUDA-aropuT™Mbl Ha 9TUX CHCTEMAX CUJIBHO OMPAHUYEHBI BOZMOYKHOCTSIMHE
aMsTH ¥ UCIOJIB3YIOT OYE€Hb MAaJIyl0 9acTh OT JOCTUXKUMON ITHUKOBOW ITPOU3BOJUTETLHOCTH.
Moxk#o caenarsh BbIBOJ, uT0o HOBBIE sijipa ARM Cortex-A umero 3¢ dekTuBHOCTE OJIU3KYI0 K
I'TIV Nvidia Kepler u Maxwell mis perrenust 3a1a9 KJIaCCUIECKON MOJIEKYJISIPHON JIMHAMUKH
¢ KOPOTKOJEHCTBYIONUM TTOTEHIIUAIOM. J[JIs MCIIOIb30BaHUsT BCEX JIOCTYITHBIX PECYPCOB HOBBIX
nporeccopos cepun Cortex-A (SIMD oneparuit NEON) tpebyercs crernmasnbras ajganraist M T
AJITOPUTMA..

Amnmaparhaoe obecredeHnue, UCIOIL30BAHHOE B JAHHON pabore, O6bLI0 IPHoOpETEeHO IPU
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nojep:kke MOTU u BIIID. Asropsr 6iarogapst komnanus Forsite 3a goctyn k Nvidia Tesla
K80. Pabora nognepxana rpanrom PH® 14-05-00124.
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Performance of MD-algorithms on hybrid
systems-on-a-chip Nvidia Tegra K1 and X1

V.P. Nikolskiy"?, V.S. Vecher®3, V.V. Stegailov?

National Research University “Higher School of Economics”!,

Joint Institute for High Temperatures of the RAS?,
Moscow Institute of Physics and Technology?®

In this paper we consider the efficiency of hybrid systems-on-a-chip for high-performance
calculations. Firstly, we build the Roofline performance models for the subject systems
using Empirical Roofline Toolkit and compare the results with the theoretical estimates.
Secondly, we use LAMMPS as an example of the molecular dynamic package to
demonstrate its performance and efficiency in various configurations running on the
new devices. The results are discussed in the context of previously collected data on
the performance of this MD package on different processors. Besides we describe an
attempt to divide the compute-bound and memory-bound modes of MD algorithm
what comply with the principle of Roofline.

Keywords: Kepler, Maxwell, ARM, system on a chip, molecular dynamics, Roofline
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