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B.H.C., Hay4YHbIX pykoBoguTenb LleHTpa N MI'Y nmeHu M.B. JIoMoHOCOBa
3aMm.gekaHa no HayyHom paboTte dakynbTteta U MIY nmenn M.B. JloMoHOCOBa
[MporpamMMHbIn anpekTop ®oHaa «MHTennekT»



PasBuTre n pacnpocTpaHeHne TeXHONOrMn - aKCrNoHeHTa

XKN3Hb NoHa acnoHeHUMabHbIX npouecconB («CNOXXHbIX I'IpOLI,eHTOB»), d
MO3TI pa60TaeT Kak MalnHa NMMHEWNHOr o npeancKa3aHms

COMPUTING SPEED ON A LINEAR SCALE COMPUTING SPEED ON A LINEAR SCALE
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3akoH Mypa — pOCT CKOPOCTHU [lporHos Ha byayuiee?
BblyncneHnm CPU
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https://habr.com/ru/articles/470215/
https://habr.com/ru/articles/470215/
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https://habr.com/ru/news/t/455864/#comment_20274554

[TPOHMKHOBEHWE TEXHOJIOTMIN B COBPEMEHHOM MUpe
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https://www.visualcapitalist.com/rising-speed-technological-adoption/

9BPUCTMKA HaM B NOMOLLb
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Style: Hard rock ballad, energetic, g...

@ You

Please, write a short poem (4 lines) about Anton, who hurries to make
slides in time for his talk on Al revolution Night, street lamps near: the closest store,
Dull, meaningless, uneasy light.

Live here a couple decades.,more =

No exit, nothing changes in sight.

To die, to see what future offers -

O ChatGPT

In haste, Anton crafts slides with keen devotion,

An Al revolution, his speech in motion.

Reborn, and yet that all repeats:
Bytes of knowledge, a symphony in slides, Night, ripples on the icy. waters,

In the spotlight, he unveils where progress resides. Some store, some lamp, some street.




ABTOperpeccunoHHaa moaesnb

Output

Input

recite the first law

_ I

GPT = Generative Pre-Trained Transformer



[Tony4yeHne 3HaHUN N3 TEKCTOB Yepes reHepaTMBHOE obyyeHune

Ruth Marianna Handler (née Mosko; November 4, 1916 — April 27,
2002) was an American businesswoman and inventor. She is best

known for inventing the Barbie doll in 1959,%! and being co-founder

of toy manufacturer Mattel with her husband Elliot, as well as serving

as the company's first president from 1945 to 1975.5°!

The Handlers were forced to resign from Mattel in 1975 after the
Securities and Exchange Commission investigated the company for
falsifying financial documents. 24!

Early life |[edit]

Ruth Marianna Mosko!®!?I3] was born on November 4, 1916, in

Handler in 1961

Denver, Colorado, to Polish-Jewish immigrants Jacob Moskowicz, a

; . 2 : B Ruth Mari Mosko
blacksmith, and Ida Moskowicz, née Rubenstein.!®! orn UiEVRRE)Ba
November 4, 1916
She married her high school boyfriend, Elliot Handler, and moved to Denver, Colorado, U.S.
Los Angeles in 1938, where she found work at Paramount.”] Died April 27, 2002 (aged 85)!]

Los Angeles, California, U.S.

Andrej Karpathy https://www.youtube.com/watch?v=zijkBMFhNj g 8 @ NIRI



https://www.youtube.com/@AndrejKarpathy
https://www.youtube.com/@AndrejKarpathy
https://www.youtube.com/watch?v=zjkBMFhNj_g

MaclwTabunpoBaHne Moaenemn

GPT-1 GPT-2 GPT-3

(2018) (2019) (2020)
Number of 117 million 1.5 billion 175 billion
paralﬂeters
Trairiine data 5GB 40 GB 45 TB (i.e.. 45 000 GB)

Large Language Model (LLM) = bonblwasa AsbikoBas Mogenb (BAM)

Alec Radford et. al. Improving Language Understanding by Generative Pre-Training. 2018 (GPT-1)

Alec Radford et.al. Language Models are Unsupervised Multitask Learners. 2019 (GPT-2)

Tom Brown et. al. Language Models are Few-Shot Learners. 2020 (GPT-3)



https://openai.com/index/better-language-models/
https://openai.com/index/language-models-are-few-shot-learners/
https://openai.com/index/language-models-are-few-shot-learners/
https://openai.com/index/language-models-are-few-shot-learners/
https://openai.com/index/language-unsupervised/
https://openai.com/index/language-unsupervised/
https://openai.com/index/language-unsupervised/

IMepaXXeHTHble (emergent) cBonCcTBa Npu MacluTabupoBaHum
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BbAM Kak c)XkaTaa Bepcusa BCeX TEKCTOB YenoBeYyecTBa

? “"- -
AR

Chunk of the internet, 6,000 GPUs for 12 days, ~$2M
~10TB of text ~1e24 FLOPS

1

Andrej Karpathy https://www.youtube.com/watch?v=z|kBMFhNj g

ZIP

parameters.zip

~140GB file


https://www.youtube.com/@AndrejKarpathy
https://www.youtube.com/@AndrejKarpathy
https://www.youtube.com/watch?v=zjkBMFhNj_g

bAM kKak ¢pyHOamMeHTanbHaa Moaenb

dyHaaMeHTanbHas MoJenb = cnocobHa pelaTb HOBble 3aga4M 6€3 HOBOro obyyeHus / 006y YeHNs

few-shot
[ |
zero-shot one-shot two-shot
Review: I love this movie! Review: This movie sucks. Review: This movie sucks.
Sentiment: Sentiment: negative Sentiment: negative
Review: I love this movie! Review: This was cool!
Sentiment: Sentiment: positive

Review: I love this movie!
Sentiment:

positive positive positive
MbI pellaemM HoBble 3aa4u ¢ noMoLbio BAM, onuckiBas e 3apgady TeKCTOM U flaBas npumepbl paboTbl

12 @) NIRI



[peBpauiaeMm bAM B yaT-60T (accucTeHTa)

Step 1
Collect demonstration data, <USER>
and train a supervised policy. Can you write a short introduction about the relevance of the
term "monopsony" in economics? Please use examples related
to potential monopsonies in the labour market and cite relevant
A prompt is : research.
sampled from our Explaimoon
prompt dataset. landing to a 6 year old <ASSISTANT>
= "Monopsony" refers to a market structure where there is only
K fsbsiar " one buyer for a particular good or service. In economics, this
dsrmonstratosiths @ term is particularly relevant in the labor market, where a
desired output monopsony employer has significant power over the wages and
sehavior . 4 . working conditions of their employees. The presence of a
tnhetoons monopsony can result in lower wages and reduced employment
opportunities for workers, as the employer has little incentive to
Y increase wages or provide better working conditions. ..
This data is used SET
t i o - o._9®
ofme tune'GPT 3 ./)?f\\.
with supervised \}SX./
learning. 2
BEEE
JoobyyaeM Mofeflb Ha MHOXeCTBE MPUMEPOB peLLeHUs pasHblX 3agad, ~100K conversations

KOTOpPble NOAroToOBUJIN 3KCIepTbl
Ouyang et.al. Training Language Models to Follow Instructions with Human Feed?@2R(InstructGPY 13 NIRI



https://arxiv.org/abs/2203.02155

Oby4yeHMe Cc noaKpenneHnem

Step1 Step 2 Step 3
Collect demonstration data, Collect comparison data, Optimize a policy against
and train a supervised policy. and train a reward model. the reward model using

reinforcement learning.

A promptis : A prompt and .
sampled from our Explai N several model Explai e
prompt dataset. landing to a 6 year old outputs are landing to a 6 year old A O6yqu|/|e C noﬂernneHmeM
y SAMBISY. 0 0o (Reinforcement Learning, RL) = nogxopg K
A labeler 0by4YeHuno, Korga y Hac HeT «npaBUSIbHOrO»
demonstrates the @ e o OTBETa, HO eCTb CNOCOb OLLEHUTb Ka4yecTBO
Szz';si‘l:’“tp“t 7 - v — OTBETa WM CPaBHUTb OTBETbI APYr C
' Some people went
rom
itetmean; A labeler ranks ARY
the outputs from
This data is used \ bestto Worst, @ A Bnarogaps RL Mbl MOXeM y4nTbCA pellaTb
SFT > > =
to fine-tune GPT-3 Py 0-0-0-0 3afauun, oNnsa KOTopbIX Y HAC HET rOTOBbIX
with supervised p e AaHHbIX U X CIIULLKOM Marno
i Y
leaening; z This data is used i
RERR to train our .,’).5{\.
reward model. \.\52{/
0-0-0-0

Ouyangetal. ¢ NI AV AY3 [ yV3dd 35 a2RSta (2 Csuinfkngald NEzOGDOGA2ya B0 K@) ARy Cé&



https://arxiv.org/abs/2203.02155

Ob6y4yeHune ¢ NogKpenIeHNemM n opurmHanbHOCTb

LEESEDOL
01:33:07
S

ﬁ Google DeepMind
) Challenge Match

D+ Google DeepMind

Mopenb AlphaGo yuynnacbk urpaTtb camMma ¢ coboin, 1 Bo BpeMa MaTua ¢ Jln Cepgonem caenana
opurnHanbHbIn xopn («Xoa N237»), KoTopbIn He caenan bbl YenoBek 15 NIRI



PaccyXparouwime mogenu

[ If a train is moving at 60 mph and travels for 3 hours, how far does it go? ]

use the formula:
Distance = Speed x Time

The train travels 180 miles. Given that the speed is 60 mph and
the time is 3 hours:

K J kSo, the train travels 180 miles.

r \ KTO determine the distance traveled,ﬂ

Distance = 60 mph x 3 hours = 180 miles

_/

Plain response Response with intermediate
reasoning steps

Paccy>|<,u,eH|/|$-| = «AyMaTb AO0JiblWeE», 060CHOBbIBaA Ka)abli war NoJly4yeHUsA peeHns

16
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Oby4yeHune paccyXaeHnam yepes obyyeHmne ¢ NnogKpenneHnem

[ DeepSeek-V3 (671B) ]

B SFT
DeepSeek-R1-Zero (“cold start”)
data

Train with “cold start” data

RL with accuracy
& format rewards

\4

RL with accuracy, format,
and consistency rewards 1 SFT SFT
— (CoT) (knowledge)
data data

RL with rule-based
verification (math, code) ——¢

and human preference
¥ « [Llama 3 &Qwen 2.5 j

DeepSeek-R1 ]

?DeepSeek-Fﬁ -Distill-Qwen (1.5B - 32B) J

[ DeepSeek-R1-Distill-Llama (8B & 70B)

DeepSeek-R1: Incentivizing Reasoning Capability in LLMs via Reinforcement Learning (DeepSeek, Jan 2025)

Linkn pabot DeepSeek-V3 u
DeepSeek-R1 6611 «Sputnik moment»
ona mupa B obnactu N

Bce N-nabopaTtopum pasbupanu aTn
PaboThbl

2 OCHOBHbIX MOMEHTa:

A CTtpaTernv obyyeHusa paccyXxaeHnam

A YMHble peanusaLum MHOTUX
MeXaHU3MOoB, BKtoYas oby4yeHune ¢
MOHUYXEHHON BUTHOCTbIO, KOTOPbIE PEe3Ko
NoBbICUIYN 3GHEKTUBHOCTb 06YYEHUS

CTpaTteruu

A YuncTbin RL
A SFT Ha uenoykax paccyaeHui

A OucTtunnaumsa Mopenen Ha Lenoykax
paccyXneHun

17 NIRI


https://arxiv.org/abs/2501.12948
https://arxiv.org/abs/2501.12948
https://arxiv.org/abs/2501.12948

«Ara-MOMeHT»

Question: If a > 1, then the sum of the real solutions of va — Va +x = x is equal to

Response: <think>

To solve the equation Va — Va + x = x, let’s start by squaring both - - -
2

( a—Va+x) =x? = a-+a+x=x2

Rearrange to isolate the inner square root term:

(a-x®)’ =a+x = a*-2a%+(x*)2 =a+x = x*-2ax®-x+(a®*-a) =0

Wait, wait. Wait. That’s an aha moment I can flag here.

Let’s reevaluate this step-by-step to identify if the correct sum can be - - -
We started with the equation:

i vyl

First, let’s square both sides:
a-Va+x=x* = Va+x=a-x
Next, I could square both sides again, treating the equation: - - -

2

Table 3 | An interesting “aha moment” of an intermediate version of DeepSeek-R1-Zero. The
model learns to rethink using an anthropomorphic tone. This is also an aha moment for us,
allowing us to witness the power and beauty of reinforcement learning.

DeepSeek-R1: Incentivizing Reasoning Capability in LLMs via Reinforcement Learning (DeepSeek, Jan 2025) 18



https://arxiv.org/abs/2501.12948
https://arxiv.org/abs/2501.12948
https://arxiv.org/abs/2501.12948
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N306paXeHnsa + TEKCT

Art & Design

Question: Among the following harmonic intervals, | Question: ...

which one is constructed incorrectly?

B
(A) Major third <image 1> 1 -
(B) Diminished fifth <image 2> .
(C) Minor seventh <image 3> e
(D) Diminished sixth <image 4> 2 E!

Subject: Music; Subfield: Music;
Image Type: Sheet Music;
Difficulty: Medium

Health & Medicine

Question: You are shown subtraction <image 1>,
T2 weighted <image 2> and T1 weighted axial
<image 3> from a screening breast MRI. What is the
etiology of the finding in the left breast?

Options:

(A) Susceptibility artifact
(B) Hematoma

(C) Fat necrosis (D) Silicone granuloma

Subject: Clinical Medicine; Subfield: Clinical

Radiology; Image Type: Body Scans: MRI, CT;

Difficulty: Hard

y4YebHUKHU

Business

collected by Gallup <image 1>. Find the probability
that the selected Emotional Health Index Score is
between 80.5 and 827?

Options:
(A) 0 (B) 0.2142 [~
(C)0.3571 (D) 0.5

Subject: Marketing; Subfield: Market
Research; Image Type: Plots and Charts;
Difficulty: Medium

Humanities & Soc1al Sc1ence

Question: In the political
cartoon, the United States is
seen as fulfilling which of the
following roles? <image 1>
Option:

(A) Oppressor

(B) Imperialist

(C) Savior (D) Isolationist

Subject: History; Subfield: Modern
History; Image Type: Comics and Cartoons;
Difficulty: Easy

Science

The graph shown is compiled from data Question: <image 1> The region bounded by the

graph as shown above. Choose an integral
expression that can be used to find the area of R.
Optlons po i
(8) [ 51 @) — gldx ﬁ\\
(B) J, "lg(0) — f()]dx 1

(© [ = g(@)]dx | U

(D) [, [g(x) — x(x)]dx |

Subject: Math; Subfield: Calculus;

Image Type: Mathematical Notations;
Difficulty: Easy

Tech & Engineering

Question: Find the VCE for the circuit shown in
<image 1>. Neglect VBE

Answer: 3.75

Explanation: ...1IE = [(VEE) /
(RE)] =[5 V) / (4 k-ohm)] =
1.25 mA; VCE = VCC - IERL =
10 V - (1.25 mA) 5 k-ohm;
VCE=10V-625V =375V

Subject: Electronics; Subfield: Analog
electronics; Image Type: Diagrams;
Difficulty: Hard



[TOHMMaHWe PU3NKN NPUXoaAnT U3 BUAEOD

https://physics-ig.github.io/



https://physics-iq.github.io/
https://physics-iq.github.io/
https://physics-iq.github.io/

[lepexon K areHTam

Alfred, | would
like a coffee

Bring me a
coffee

L

A AreHTbl - 3TO NN-mopenn, cnocobHble K paccy>XxgeHuo, niaHnpoBaHMKO " B3aVMMOLENCTBUIO C
OKpYy>XeHunemMm ana peeHnA OI'Ipe,EI,eJ'IéHHbIX 3afa4, KOTopble UM 3a0a€T nonb3oBaTenb

A Tlo pyccku aTo «Cy6beKTHOCTbY», T.e. AreHT = Cy6beKT

A Cyb6bEKTHOCTb — CBOWCTBO UHAMBMAA BbiTb CY6bEeKTOM aKTUBHOCTU; MPUMEHUTENBbHO K YeNoBeKy —
CMOCOGHOCTb BbICTYMaTb areHTOM (Cy6beKkToM) AEACTBUA U CAMOCTOATENbHO ONpeaensaTb HanpaBeHmne
COOCTBEHHOI aKTUBHOCTW, HE CBOAUMOW K BHELLHEMY COLManbHOMY BO3AeiCcTBUIO (Buknneaus)

https://huggingface.co/learn/agents-course/en/unitl/what-are-agents 03 @ NIRI



https://huggingface.co/learn/agents-course/en/unit1/what-are-agents
https://huggingface.co/learn/agents-course/en/unit1/what-are-agents
https://huggingface.co/learn/agents-course/en/unit1/what-are-agents
https://huggingface.co/learn/agents-course/en/unit1/what-are-agents
https://huggingface.co/learn/agents-course/en/unit1/what-are-agents
https://huggingface.co/learn/agents-course/en/unit1/what-are-agents
https://huggingface.co/learn/agents-course/en/unit1/what-are-agents

Tpu BUAa MHCTPYMEHTOB

X 2 5 B

External Python/ Math Data Communication Workflow External
Database API Code Exec Engine Transformation = (Email/Slack)  Trigger Service

https://machinelearningmastery.com/mastering-lim-tool-calling-the-complete-framework-for-connecting-
models-to-the-real-world/
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Oby4yeHune areHTa B cpepge

Agent

Planning

Perception

C

The “Augmented”
LLM

v

Environment

Action
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