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Poisson Equation Solution

Eigenfunctions
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Eigenvalues
Solution methods o 4 7k .
« Fourier transform (FFT) A — sin” k=0,...,No—1

Multigrid method (MG)
Direct method (LU, LLT)
Iterative method with an

efficient preconditioner
(CG, GMRES, etc.)
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. FFT along X
. Global transpose

. FFT along Y
. 6Global transpose e

. FFT along Z

Poisson Equation Solution

Fouriler transform approach

. Data distributed across MPI

processes; each process owns
a full row along X

> full row along Y

> full row along Z
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How dtFFT differs

Both 2D and 3D transforms « Two operation modes: global and local

« Transforms using derived MPI

« R2R, R2C, and C2C transforms datatypes (zero-copy)

« Support for slab (1D) and pencil

(2D) decompositions Support for brick (3D) decomposition

« Single and double precision « RMA support

« CUDA/OpenMP support « Runtime autotuning

« Universal backends with explicit
packing/unpacking: (MPI, NCCL,
cuFFTMp)

Runtime compression

« Fortran, C, C++ and Python APIs



rank 1

rank (

Global Transposition Example

Contiguous data layout along Y

Contiguous data layout along X

B

rank 0 rank 1
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MPI Derived Datatypes

Sending data

MPI_Type_vector(
2, 3, 6, MPI_INT, &temp_dtype);

MPI_Type_create_resized(temp_dtype,
O, 3 * sizeof(int), &send_dtype);

rank 0

MPI_Type_commit(&send_dtype);

=
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MPI Derived Datatypes

Recelving data

Contigquous data layout
along Y

MPI_Type_vector(3, 1, 4, MPI_INT, &temp_dtypel);

MPI_Type_create_resized(
temp_dtypel, 0, sizeof(int), &temp_dtype2);

MPI_Type_contiguous(2, temp_dtype2, &recv_dtype);

MPI_Type_commit(&recv_dtype);
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MPI Derived Datatypes

Transpose 1is launched by single MPI call
MPI_Alltoall(buffer_in, 1, send_dtype, buffer_out, 1, recv_dtype, comm);
DTFFT_BACKEND_MPI_DATATYPE

dtfft_transpose [296,540 ps] J

. MPLlalltoall [78,112ps] MPI_Waitall [215,640 ps]

Advantages Disadvantages

« High CPU performance with even data < Poor GPU performance
distribution across MPI processes « Higher overhead under uneven data

« Asynchronous execution distribution (MPI_Alltoallw
« Communication requires only two required)
buffers
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Basic MPI approach

Local data transpose [————=)» Alltoall exchange —====) Data unpacking

DTFFT_BACKEND_MPI_P2P

dtfft_transpose [201,305 ps] |

forward [29,790 ps] (T MPI_Waitall [84,793 ps] MPI_Waitall [34,579 ps] unpack [35,634 pis]

Advantages

* Good performance on DTFFT_BACKEND_MPI_RMA
b 0 t h C P U a n d G P U dtfft_transpose [155,971 ps]

° R e q U i res on 'L y t e forward [36,793 ps] MPI_Win_fence [22.449 ps] MPI_Rget [13,90.. MPIRg.. MPLRg.. SH [ MPLwin.. unpack [49,378 pis]
buffers

DTFFT_BACKEND_MPI_A2A

Disadvantages - dtfthranspose[162,165us] |
o . o orward [60,802 ps PI_ _Waitall [49,465 ps; unpack [39,684 s
° NO plpellnlng O'F forward [60,802 pis] [(RES  vPLwaitall[49.465ps] | k [39,684 pis]

data processing

DTFFT_BACKEND_MPI_P2P_SCHEDULED

dtfft_transpose [155,421 ps]
forward [45,134 ps] .. MPI_Sendrecv [15,.. MPI_Sendrecv [17,20.. MPI_Sendrecv [17,55... unpack [52,812 ps]



MPI pipelilne

Local data transpose [E====)» Start of Alltoall exchange

Advantages J:L

- Often outperforms basic Wait for new data to arrive

exchanges
. Unpack arrived data
Disadvantages
« Requires at least three
buffers
DTFFT_BACKEND_MPI_P2P_PIPELINED
dtfft_transpose [164,424 ps]
forward [35,810 ps] unpack [9,... MPI_Waitsome [31,170 ps] unpack [12,47... MPI_Waitsome [28,537 ps] unpack [11,.. MPI_Wait... unpack [... l
DTFFT_BACKEND_MPI_RMA_PIPELINED
dtfft_transpose [126,666 ps]
forward [37,512 ps] MPI_Wi.. MPI_Rget[.. MPI_Rget[9,6.. MPI_Rget[10,1... S unpack[9,798.. 'unpack [7,.. unpack[7,.. unpack][8,5.. MPI_Win_fence...
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Advanced MPI pipeline

Partial local data Wait for new data to

transpose > arrive
Start of pairwise Unpack arrived data

exchange

Advantages Disadvantages
« Near-optimal performance « Requires at least four buffers

DTFFT_BACKEND_MPI_P2P_FUSED

\ dtfft_transpose [218,496 ps]
pack_for...| pack_fo...| MPI... pack_fo... ;frH | pack_fo...| ‘ wl:.]unpack... MPI_Waitsome [57,922 ps] unpack [... MPI_Waitsome [22,... |unpack [...| MPI_Waitsome [25,42... \unpack [... '

DTFFT_BACKEND_MPI_RMA_FUSED

dtfft_transpose [240,079 ps]
MP... pack_fo... pack_forwar.. MPI_Sendrec.. MPI_Rget [22,247... pack_forwa.. MPI_Sendr.. MPL_.. pack_forward[.. MPL_.. .. unpack.. unpac... unp.. unpa.. MPI_Win_fence [44,107 ps]
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Advanced MPI pipeline with
runtime compression

Solution
Goal . . . Extending the advanced pipeline with
Reduce communication time by additional steps:
sending less data - Compress on send

- Decompress on receive

Partial local data transpose Egiii;i Wait for new data to arrive
Start of
. .. > Decompress Unpack decompressed
Compression =) pairwise arrived data T data data

exchange
Library used: ZFP Disadvantages
« Lossy/lossless compression modes « Compression does not always reduce the buffer
« CUDA/OpenMP size
« Optimized for scientific data « Compression is not guaranteed to improve
performance

« Requires at least four buffers



CUDA-Optimized Algorithms

DTFFT_BACKEND_NCCL
ncelS... .. ... n...|.. . [.. [.. ncclGroupEnd [15,003 ps]
GPU-Specific Aspects: , i iranspose 50257
« Runtime generation of forward 5,149 s unpack 17,213 s
compute kernels tailored
‘t 0O a s p ec i-F i C G P U VvV i a " forward c cﬁda...: ncclKernel_SendRec... cc unpack .~ unpack unpack  unpack
NnvRTC
« Automatic tuning of kernel
launch parameters DTFFT_BACKEND_NCCL_COMPRESSED
« Support for CUDA-aware ||/ InecteroupE.
communication librariles it vanspose 207567 1]
(NCCL, cuFFTMp) fo.. compress [15.. compress .. compressL.. [seficer vn.. [Nz decom.| un.. (decom.| un.. 'deon un..
for | ewom  ewfe eufed) |[euda fu DRl 0l o el e TEa] B 1
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Strong Scalability on CPU

3D complex transform, double precision

Grid size: 64x2048x2048 Grid size: 2048x2048x64
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Runtime Compression for CUDA

3D complex transform, double precision
Grid size 1024x1024x1024

DTFFT_BACKEND_NCCL_COMPRESSED

~
1

Hll Compression rate = 2
I Compression rate = 4

Lossy compr\ession 6_ .....................................................
. 5_ ..................................................................

Fixed-rate

Comppession mode iS T ..., . ... . . ..

used, guaranteeilng
compression by a
given factor

w
1

N
1

Speedup vs uncompressed

=
1

4 8 16 20 24 28 32
Number of GPUs
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Future Work

In progress

Caching of autotuning results
Additional data compression libraries

Planned

HIP platform support

APIs/bindings for more programming languages
Specialized NVSHMEM-based all-to-all exchange methods
Support for hybrid execution across CPU and GPU
Support for long double and quad precision

Support for 64-bit indexing

Support for non-uniform transforms (NFFT)

Mixed transform types per direction (e.g., C2C along X, R2R along Y, C2C
along Z)
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Avallable Operation Modes

Global Decomposition Mode

« The user specifies the global
problem dimensions

« Automatic grid decomposition tuning
« Brick decomposition is not applied

e Local domain dimensions can be
obtained from dtFFT

Problem: local domain dimensions
returned by dtFFT may not match those
used in the rest of the application

Local Decomposition Mode
« The user specifies the local domailn

dimensions used in the application

« The user gains full control over

data locality and aligns dtFFT with
existing computational domain
decompositions

Brick decomposition becomes
possible



MPI Derived Datatypes
Sending data (option 2)

MPI_Type_vector(
2, 1, 6, MPI_INT, &temp_dtypel);

MPI_Type_create_resized(
temp_dtypel, 0, sizeof(int),
&temp_dtype2);

rank 0

MPI_Type_contiguous(
3, temp_dtype2, &send_dtype);

‘ MPI_Type_commit(&send_dtype);
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MPI Derived Datatypes
Receiving data (option 2)

Contigquous data layout
along Y

MPI_Type_vector(3, 2, 4, MPI_INT, &temp_dtype);

MPI_Type_create_resized(
temp_dtype, 0, 2 * sizeof(int), &recv_dtype);

MPI_Type_commit(&recv_dtype);
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Runtime autotunilng

Autotuning parameters

« Global domain distribution among MPI processes
« Slabs (1D)
« Pencils (2D)

levels of autotuning: « 2D FFT algorithm vs. two 1D FFTs + transposition

« All-to-all communication algorithm for transposition and
DTFFT_ESTIMATE reshape (pencils © bricks)
DTFFT_MEASURE « DTFFT_BACKEND_MPI_DATATYPE, DTFFT_BACKEND_MPI_RMA_FUSED, etc.
DTFFT_PATIENT - Local transposition stage
DTFFT_EXHAUSTIVE « During data packing

« During data unpacking

« Compute kernels for transposition
« Loop order
« Tiling

« CUDA kernel launch parameters



Autotuning algorithm

Host compute kernels for
transposition

Loop order
Tiling
Kernel selection

Contiguous read

X = nx -

iidx = z ¥ nXx *x ny + y * nx + X
0oidx = X * ny *x nz + z ¥ ny + vy
out(oidx) = in(iidx)

Tiling
BLOCK_SIZE
BLOCK_SIZE

xb = nx -
zh = nz -

BLOCK_SIZE
xb + BLOCK_SIZE - nx -
zb + BLOCK_SIZE - nz -
yb + BLOCK_SIZE - ny -

X

Contiguous write

= nx -
z = nz -

Y=oy

1idx = z * nXx * ny + y * nX + X
0oidx = X * ny * nz + z * ny + vy
out(oidx) = in(iidx)



Bricks decomposition

Motivation
« Bricks distribute data over all 3
dimensions
> better scalability and fit to
existing solvers
« FFT needs a full local 1line
> data must be realigned into
pencils

Reshape strategies

« Gather X, redistribute along Z
« Gather X, redistribute along Y
« Fallback: 2D redistribution
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Strong Scalability on CPU

3D complex transform, double precision

64x2048x2048

dtFFT backend
Datatype backend: Z-slab enabled

Grid size:

Datatype backend
—®=—Generic backend: Z-slab enabled

=—®=—Generic backend
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Grid size: 2048x2048x64
, dtFFT backend
10 Datatype backend
Generic backend
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