Passutue akceneparopos AMD
Instinct ang cynepkomnbroTepoB
N CUCTEM UCKYCCTBEHHOTO
MHTEI/IeKTa




CBeaeHus 0 JoKNaAYMKe

Tumyp TypcyHoBMY lNManTtaweB — OOKTOP TEXHUYECKMX HayK, Mpodeccop um
MeXXayHapOoaHbIM aKCMNepT B 06/1aCTV MUKPO3MEKTPOHMKN, KOMMbIOTEPHOM apPXUTEKTYPbI
N rpaduUUecKmX npoLeccopos.

« Jo mMaq 2025 r. paboTan cTaplwnM MeEHEOXKEPOM M PYKOBOOUTENEM MPOEKTOB B
nogpa3geneHmn Radeon Technologies Group u Artificial Intelligence Group B
Advanced Micro Devices (AMD)

« PaHee TakKe ycnelwHo paboTan B kKoMnaHmm S3 Graphics, B
PocAToMe 1 yHunBepcutetax NTMO, BYU, SDSMT mn NPU (SFBU)

« ABTOp 60nee 70 Hay4YHbIX TPYOOB, 3aPErMCTPUPOBaAHO 33 NaTeHTa

CLUA B chepe apXUTeKTYPbl MUKPOMPOLLECCOPOB U NapafieNbHbIX
BblYMCNUNTENbHbIX CTRYKTYP

« B1991 rogy ctoan y ncrtokoB co3gaHmsa GraphiCon — KpynHenLiem
Ha MOCTCOBETCKOM MPOCTPAHCTBE MeXOYyHapPOAHOW KOHPepeHU NI
MO KOMMbIOTEPHOM rpadmKe 1 3peHnto. 36-9 KoHpepeHumna B 2026 T.




[eTeporeHHbIe npoweccopbl ANS BbICOKONPOM3BOAUTENbHbIX
BbIYMCNEHWA M 32124 UCKYCCTBEHHOI0 MHTEJIIEKTA

AMD Instinct™
MI3Z00A APU, MI300X,
MI350X, MI430X n MI455X
GPUs
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Boiuncnurenbbie 0nokn GPU B npoueccope AMD Instinet™ MI300A
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* XCD — Accelerator Complex Die

» 38 CUs per XCD, 228 total AMD
CDNA™ 3 architecture



flapa CPU B npoueccope AMD Instinct™ MI300A

XCD XCD XCD XCD XCD XCD 39MB

L3 Cache

CCD - CPU Complex Die
8 “Zen 47 cores per CCD, 24 total
Leverage CCD from EPYC
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[lamaTb BbICOKOI NponyckHoit cnocobHocty B npoueccope AMD Instinct™ MI300A
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« HBM — High Bandwidth Memory
« HBM gen3, 16GB (128 GB total)

665 GB/s/stack (5.3 TB/s total)

128 total memory channels



MHorokaHanbHblit K3w And Aoctyna K namsty B npoueccopax AMD Instinct™ MI300A

XCD XCD XCD XCD XCD XCD - REVOLUTIONARY INFINITY CACHE
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Infinity Cache :

*« Memory-side Infinity Cache

« 2MB/channel (256 MB total)

« BW amplification (from 5.3 TB/s
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KorepeHtHblit untepdeiic B npoueccopax AMD Instinct™ MI300/MI400
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IF — Infinity Fabric

* Fully-coherent fabric (CPU+GPU)

Provides I/O connectivity

» Four x16 links to other MI300A (IF)
« Four x16 links IF or PCle® gen5
« Each link at 64 GB/s/dir




OcHoBHble KoMnoHeHTbl npoueccopa AMD Instinct™ (ana MI300A)




TpexmepHas cbopka ocHoBHbIX KoMnoHeHToB npoueccopoB AMD Instinct™

3D Hybrid Bonded

3D Microbump HBM XCDs

2.5D I0OD and HBM

Passive Silicon Interposer

3D Hybrid Bonded
CCDs



TpexmepHast KoHeTpyKuma npoueccopo cepun MI350X

185 Billion transistors Accelerator Complex Die (XCD)

3D Multi-Chiplet (2 chiplet types + HBM3E) * Latest TSMC 3nm (N3P) Technology

= Latest process for compute perf/watt optimization
Heterogenous process technologies = Max 8 per package (Max 4 per 10D)

Proven COWOS-S packaging technology

Up to 1,400 watts Total Board Power (TBP) AMD 1/0 Base Die (10D)

» TSMC 6nm FinFET (N6) Technology
= Mature process for optimal yield & cost
* Max 2 per package
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™ "ot 4 = Max 4 stacks per |0D (Max 8 per package)
= Up to 288 CB of HBM memory
AMD Infinity Fabric™

AP Interconnect Package



I'Iepep,osaﬂ TexHonorus 3D-ynaKoBku reTeporeHHbIX MOyl U YUNIETOB

Cooling Solution

1 Bl _xco L xcoJleenlccn L eon o

1OD

..... - Passive Silicon Interposer

Package Substrate

8 stacks of HBM + 3D hybrid bonding

* 6 XCDs « 2.5D silicon interposer
*+ 3 CCDs o 10D-IOD links
« 4 |0Ds o |OD-HBM links

* |OD - 1/O Die



MoaynbHas KOHCTPYKLUA C MHOTOKPATHLIM UCINO0J1Ib30BAHWUEM HYUMJIETOB

MI300 IOD
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40-gen EPYC™
“Genoa” CCD
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4t-gen AMD EPYC™ CPU




MoaynbHblit BBOA/BbIBOA 00ecneynBaeT rmbKocTb MacLuTabupoBaHms
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== nfinity Fabric
== PCle® Gend OCP Universal Base Board

OCP open standard UAlink in M1430



Nletanu noctpoenuss AMD Instinct™ MI300A

Smith, A, L oh, G .H,, Schulte, M.J ., Ignatowski, M.,

Naffziger, S., Mantor, M., Kalyanasundharam, M.F., Allg, - F -
V., Malaya, N., Greathouse, J .L ., Chapman, E., & n . i .I E
||
||

Swaminathan, R. (2024).

el

Realizing the AMD Exascale Heterogeneous Processor
Vision : Industry Product. 2024 ACM/IEEE 51st Annual
International Symposium on Computer Architecture
(ISCA), 876-889.

https://www.computermachines.org/joe/publications/p
dfs/isca2024 eascale.pdf



https://www.computermachines.org/joe/publications/pdfs/isca2024_eascale.pdf

J1Ba noKoneHus rereporeHHbiX cynepkomnbrotepos AMD/HPE

Feature

Status / Deployment

Frontier (OLCF-5)
Operational since 2022

Discovery (OLCF-6)
Planned for 2028

Target Performance

1.35 ExaFLOPS (measured HPL FP64)

~Up to 8.5 ExaFLOPS (estimate based on the spec)

System Architecture

HPE Cray EX

HPE Cray Supercomputing GX5000

CPU Architecture

AMD EPYC "Trento"

AMD EPYC "Venice"

GPU Accelerators

AMD Instinct MI250X

AMD Instinct MI1430X

Storage Infrastructure

700 PB Orion Lustre parallel
filesystem

Dual-tier: DAOS-based Cray K3000 & Lustre-based E2000

Core Scientific Focus

Exascale modeling and simulation

High-performance simulation & Sovereign Al training
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Yy aHbii Mup bonbiumx A3biKkoBbIX MoAenei LLM: Bausinve Ha GPU

Mopenu c ropasgo OOMNbLUMM YNCIIOM MnapaMeTpoB

*  WHHOBauumM B dopMaTax AaHHbIX 419 YMeHbLUeHUA
Harpy3Ku Ha NamMaTb

* PaclmpeHHbIn Habop BXOOHbIX MOTOKOB (B YaCTHOCTM
BMOEO N N306paXkeHms)

+  TpeboBaHWa 6onbllero ob6béMa MNaMaTK A9 COXPaHEHUS
napameTpoB

yYBenmnyeHume anmHbl KOHTEKCTa LLM
+ Pactyuwlaa uenoyka paccy>kgeHmm
+ Ob6paboTKa BXOOHbIX N306paXKEHUIN N BUOEO

*  YONMHEHHbIE TEKCTOBbIE OOKYMEHTbI AN1F peXXMma
reHepaunm BbibopkM ¢ gononHeHmnem (RAG)

YBenunyeHumne obbéma paboThl ¢ MN-areHTamMm
*  ¢ABHbIV TpPeHO K MeToaaM obydeHumda ¢ noakpenneHmem (RL)

° FeHepaLLmq CUHTETUHECKUX OaHHbIX CO30aeT bonee
adarTMBHbIE MOOE TN

* Bce 6onblie moagenen «CMecb IKCMepPTOB» NepexoamT Ha
pacnpenenieHHble napasienbHble Bbl4UCTIEHNS

Context Length
Tokens (k)

10,000 -

1,000
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AMD Instinct MI350X/MI355X: Barnsia, usnytpu

bnok-gnarpamma yckoputena MI355X
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AMD Infinity Fabric™
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~ AMD Infinity Cache™
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JNanbHeiwee passute nnatdpopmbl AMD Instinct ana cynepkomnbroTepos

OcCHOBHbIe XapakTepUCTUKKM MIZ00X, MI350X, MI1430X 1 NVIDIA Rubin

MNabameT AMD Instinct AMD Instinct AMD Instinct NVIDIA

P P MI300X MI350X MI430X Rubin (R200)
ApxXUTeKTypa CDNA 3 CDNA 4 CDNAS5 Rubin
MamMaTb 192 ' HBM3 288 'b HBM3E 432 b HBM4 288 'b HBM4
JUSCRBASEIER: 53 TB/c 8 TB/c 233 TB/c 22 TB/c
CNoCcoOBHOCTb
FP64 FMA real ~81.7 TFLOPs ~721 TFLOPs ~288 TFLOPs** | 33 TFLOPs***

. : . : Infinity Fabric + :

NHTEPKOHHEKT Infinity Fabric 4 Infinity Fabric 4 UALink NVLink 6
DOMIEL Al / HPC INVARRY, HPC + Al Al / AFeHTHbBI
NPMMEHEHUS

** ~288 TFLOPs FP64 Vector — OueHka AMD HaTUBHOM MPOM3BOAUTENBHOCTM MO MHXEHEPHbIM 06pa3Lam
¥ 33 TFLOPs — HaTmBHaa nponsBoanTenbHOCTb FP64, 200 TFLOPS gocturaetca amyndaumen yepes Tensor Cores




AMD Instinct™ MI350 Series Air-Cooled Platforms

Leverage Existing Datacenter Infrastructure

1000W Product
= PCle® Gen 5 attach to CPU Host/NIC Interfaces 000W Products

= Updated air-flow, inlet temp, and power subsystems

AMD1 AMDZ
CONA 3 CONA 4
Existing: MI325X MI350X

= MI300X AC750W
= MI325X AC1000W

4U Options Fit into existing UBB8

OCP Accelerator
Module (OAM) x8

Universal Base
Board (UBB) 2.0

AMDA1




/lse BetBu B apxutektype cepuu MI400: MI430X n MI455X

AMD Instinct AMD Instinct
B cepunm MI400 koMnaHma AMD nepewina MI4ESX GPUs MI4EEX GPUs

K crneumanm3aumm apxmMTeKTYPHbIX peLlleHnn nog, e e

3a4a4M KaK KTaCCNYECKUX CYyNMepKOMIMbIOTEPOB,
Tak 1 Knactepos I

*  Mopaenb MI430X co3naHa a9 BbICOKOTOYHbIX HAYYHbIX
pacyeToB (HPC) 1 obyyeHunsa cyBepeHHoro N

e N9 BblYUCUTENbHbIX KNTACTEPOB MCKYCCTBEHHOIO
MHTeNNeKTa BbiNyLleHa apyrasd Bepcua apxXmTeKTypbl
CDNA 5 MI455X

*  MI455X npegHasHaveH gng UO rmnepckaniepos B
COCTaBe KOMIMIeKCHOW apxmnTeKTypbl cToek AMD Helios

*  LWwuHbl Infinity Fabric 5 1 OCP UALiInk, o6begmnHatoT
72 yckoputensit MI455X B egmHom ctomke AMD Helios
C CyMMapHOW MOLLHOCTbIO A0 2,9 IK3adnonc

R e T4 py o ——— N
T T

Pa3BepTbiBaHME MHPPACTPYKTYPbI MOLLHOCTbIO .
oHepronoTpebneHna 0o 6 BT ona OpenAl u

AMD EPYC AMD

aHanormyHoum aaa Meta AM'D Pensando  4/enice’ Pensando
. ‘Salina’ 400 DPU cpuy “VVulcano' 800
Hdpyrve KpynHble KNnMeHTbl No ~2 'BT: Anthropic, Al NIC

Microsoft Azure, Oracle n Cerebras



[loBbiweHne Npou3BOAUTENLHOCTN BbIYMCEHMIA Ang 3aaay4 UU

MI400 SERIES

Al Compute Performance

MI3sEX /..

oo MBS

Time



MI455X: Cneuuduka napameTpoB Bblyucautens ans 3aaay Un

MuKoBasn

npon3sBoaAuUTE/IbHOCTb

B pexxume MU

OCP MXFP4
OCP MXFP6
OCP MXFP8
OCP FP8
MATRIX FP16
VECTOR FP16
MATRIX FP32
VECTOR FP32
MATRIX FP64
VECTOR FP64
MATRIX INT8
MATRIX BF16

TFLOPS

40265
20133
20133
20133
5033
315
315
315

g *

g *
5033 TOPS
5033

Co CTPYKTYpUpPOBaHHOI

pa3pexXeHHOCTbIo
DECODERS:

10066 JPEG/MIPEG
CODEC
VIRTUALIZATION
SUPPORT

L0066 MEMORY

L0066 PARTITIONS

* - 288 TFLOPs in MI430

[lekoaepbl, KOAEKU U BUPTYanusauusa

4 engines for HEVC/
H.265, AVC/H.264, VP9,
or AV1

40 cores, 10 cores per
group

SR-IOV (Single Root I/O
Virtualization)

4



JAns yausepcuteros: Akcenepartop MI350 B popmarte kaptbl PCle

GPU Instinct MI350P — nepBag ¢ 2022 rona PCle-kapTta cepum AMD Instinct

MI350P npenHa3sHadveH On9 COBMECTUMMbIX CEPBEPOB C NOOAEPKKOM ABYyXCcNoToBbIX PCle-yckoputenenm m
COOTBETCTBYOLLIMMUM TPEBOBaAHUAMM K MUTAHUIO M BO3OYLLIHOMY OXNTaXXOeHUIO

Mo Yyncny BblUMCANTENbHbIX 61O0KOB, 06beMy HBM 1 nponyckHOM cnocobHOoCTM namMaTtn MI350P
COOTBETCTBYET MOMTIOBMHE KOHOUrypaumm MI350X

* XCD: TSMC N3 — Ttakom e, Kak y MI350X, npu aToM y MIZ50X BoceMb XCD-BbI4YNCINTENBbHbIX aKCeNepaTopos, ay
MI350P — ToMbKO YeTblpe

* |OD: TSMC N6 — oauH kpucTtann B MI350P BmecTo aByx y MI350X.

Ha kapTax MI350P HeT npambix
GPU-to-GPU kaHanos Infinity
Fabric, kKak 3To Obl/IO Ha KapTax
MI210

O6MeH naetT ToNnbko Yepes PCle
5.0 X16, uToO orpaHmnymBaeT
CKOPOCTb NapannenbHo
paboTatowmx GPU

~
~
-
-~
-
-~
-
-
-
-
-
-
-

** BepodaTHO 3TO NocneacTBma
KOMOUHaL MKW SKCMOPTHOro
KOHTPOMNS M >XenaHua
npoaaBaTb OPOrme rotToBble
cepBepa 1 CTOMKMU




[porpammuan akocuctema HIP/ ROCm™ / TheRock
DOpenMBOPKU U NPUTIOIKEHUSA

PyTorch, TensorFlow, Kokkos, RAJA

Bubnuotekn MU n o6paboTKU AaHHbDIX

MIOpen, MIGraphX, MIVisionX, RPP

MaTtemMaTuyeckue 6M6nmMoTeKkn u __
napannesnbHble NPUMUTUBDI UHCTPYMEHTDI COMPUTING -~
rocBLAS / hipBLAS, rocSPARSE / hipSPARSE, p33pa50TKM u WITH HIP

rocSOLVER / hipSOLVER, rocPRIM, rocThrust, ynpasiieHus gl
rocWMMA
ROCgdb

Mepepava paHHbIX MeXay MM ROCprofiler-SDK

RCCL, rocSHMEM rocprofv3
AMD SMI

KoMnunatopbl n cpeAbl BbINMOJIHEHUS

LLVM/Clang, hipcc, HIP Runtime, ROCr

rocminfo




06wwuin noaxoa K ncnonn3oanmio AMD Instinct™ B cpege ROCm

AMD npepnaraeTt Habop nporpamm, ynpouwaowmx nepexop ¢ Nvidia GPU

1.

YTIMPOWEHWE MPOIMPAMMUMPYEMOCTN N TTEPEHOCKMOCTIN KOLA

MNoogoep>kka 3aKa34vyMKoB B pexkmMe Drop-in onga obnerdyeHmna Mmrpaumnm segyLimx Al
PPENMMBOPKOB M MOAENEN BbICOKOMPOM3BOOMTENbHbIX BblYMCIEHNI

ObneryeHune NnepeHOCMMOCTN, yrpoLeHne nporpaMmMmnpyemMoCcTn 1 yJ:I,O6CTBa
MnoJib30BaHWMA A9 YCKOPEHUA NMOoJydYeHNA KOHEYHbIX PEe3Yy/1bTaTOB

Boratbin Ha6op BbICOKOINMpom3BoaOUTESIbHbIX N SKBUBaAJIEHTHbIX 6VI6}'II/IOTeK, a TaKXXe
MnNEOorpaMMHbIX MHCTPYMEHTOB OJ14 NMOoBblILLUEHNA MPON3IBOOANTESIbHOCTU

2. PACTYLWAH SKOCNCTEMA OTKPbITOIoO KOOA OJ1d HPC & Al

PacTyLM peno3nTopuii MOPTUPOBAHHbBIX M ONTUMU3UNPOBAHHbIX MPUTOXKEH UM
Yyepes yrnybneHHoe NapTHEPCTBO C BeayLLUMMM KNneHTaMm B goMeHax HPC & Al

CteK oTKpbITOro koga ROCm mn Mmoaens Kpocc-nporpammumpoBaHnad CUDAE > HIP

AKTVBHbIE MHBECTULIMK 1 y4acTue B MHULMATMBAX Mo pa3paboTKe Kpocc-
NIaTGoOpPMeEHHOro oTKpbIToro koga (OpenXLA, Triton, MLIR)

CoTtpyaHumdecTtso ¢ OpenAl, Meta n Microsoft Azure B pa3paboTke 3KoCUCTEMbI O/14
3aa4y MCKYCCTBEHHOIO MHTEIEKTA



MIT/BSD License

Crek nporpaMmHoro ooecneyedma ROCmTM 7.14.0

GPL License
HPC Focused Al Focused
c Business Services
Al Solutions &
S ) rocALUTION MIOpen
ervices
Fine Tunes Models Accelerated Al
Math & rocSOLVER rocPRIM MIGraphX rocWMMA
Communication
Libraries
. A Composable
[k mosaic™ Hugging Face rocSPARSE rocThrust rocBLASLt Kernel
Ecosystem Opyrorch B rensorfiow € - o5
rocBLAS rocRAND rocFFT RCCL
@Triton ;@' deepspeed @ OpenXLA
—
Compilers )
& Tools Compiler Profile/Tracer Debugger HIPIFY
L
—
RE:E:::ZS RedHat, SLES & Ubuntu Device Drivers and Run-time
GPU AMDZ

INSTINCT



ROCm Core SDK 7.14.0 u TheRock

ROCmM Core SDK 7.14.0 aBnaeTcy
nepexoaHbIM 3TanomMm ot ROCm K TheRock,
K HOBOW CUCTEME FreHepaunm 1 penmsa,
KOoTopas byaeT MMeTb MOAY/bHYO
APXUTEKTYPY ANA yNy4dlleHns rmbKocTu,
MNoaaeP>KKM CUCTEMbI U MPUOAMKEHMA
K pa3/IM4YHbIM HY)XdaM coobLecTBa
Pa3pPaboTYNKOB:

* Leaner core: dapo SDK, cdokycmpoBaHHoe

Ha BaXXHEWMLLIMX KOMMOHeHTax cpedbl UCMOTHEHUS
N Pa3pPaboTKM MPUNTOXKEHUI

+ Use case-specific expansions:
OnNTUMU3MpPOBaHHble crielnduryeckme SDKs
on4a 3apgad M, paboTbl ¢ 60NbLLUMMM OaHHbIMM
1N BbICOKOMPOU3BOAUTENbHbIX HAYYHbIX
BblYNCIEHMN

« Modular installation: YctaHaBnnBaloTCa TOMTbKO
KOMMOHEHTbI, He0BXoAMMble 019 KOHKPETHOro
paboyero npolecca y rnonb3oBaTend

MNoogepykka nHbpepeHca u
dpenMBOPKOB B 3aga4ax M:

« PyTorch 2.12.0, JAX 0.10.0, VvLLM 0.23.0,
SGLang 0.5.13, TensorFlow 2.21

PacwnpeHa nogaep»Ka rpapuryeckmx
afep Ha cnenylollme npoayKTbl Ryzen:

+ AMD Ryzen Al MAX+ PRO 495 (gfx1151), Al
MAX PRO 490 (gfx1151), Al MAX PRO 485
(gfx1151),

« AMD Ryzen Al 5 435 (gfx1153), Al 5 430
(gfx1153), Al 5 PRO 435 (gfx1153), Al 7 445
(gfx1153)

TheRock (The HIP Environment and ROCm Kit)

3TO obneryeHHas NnaTpopMa OTKPLITOro Koaa
aona HIP and ROCm gna ynpoLeHHOro
0OCTyMa K HOBEUNLLINM BO3MOXXHOCTAM ROCm



Bropoe n3aanue yyebnmka HIP/ROCm B cepun
«CynepkoMnbloTepHoe 00pa3oBaHue»

NpaHb CyH, Cabuna anb-ykaHHaT, TpnHaaH Bapya,
N> Kasnm

BbiICOKOINMPOU3BOAOUTEJIbHbIE
BblMNCJIEHUNE C MOMOLbIO HIP

YyebHOE nocobue

BTopoe nspgaHue Ha PyCCKOM a13blKe
Ha ocHOBe BTOPOro msgaHmsa Ha aHIMTMIMCKOM A3blKe,
onyb6nmkoBaHHoro B CLLUA; akTyanm3anpoBaHO U
OOMOSTHEHO

Yifan Sun
Sabila Al Jannat

BTopoe nsgaHuve Ha

AHIMMMNCKOM Aa3blKe —
Amazon



[eHepanbHbii cnoHcop npoekta 000 «ICUK»

- SMART BUSINESS CHOICE —



Wtoru uienesoro coopa Ha BTopoe U3jaHHe

« B cBg3K c NpekpalleHneM paHee npeaycMoTpeHHoro GrHaHcupoBaHMa MPOBOOUTCA
LLeneBon cbop cpeacTB An4a 3aBeplLUeHnda NpoeKTa

« LieneBaa cyMmma c6opa gnga npoekrta — 800 Tbic. py6nen

« Cpencrtsa o4 CIDVIHaJ'IbHOl;I N30aTeNbCKOM NOATOTOBKMN, BbIlMYyCKa
3ﬂeKTpOHHOl;I BepChnn 1 rnedaTn 6a30BOro TUPaXa, a TakKXXe Ha Or1aThbl
Y>Xe BbIMNOJIHEHHDbIX NMepeBoa4HeCKNMX N PedaKLMOHHbIX pa6OT CTpaHMLla

¢ MexaHN3M PUHAHCUPOBAHUA — LieNeBoM cOOp NMoXKepPTBOBaAHUM LueneBoro coéopa

=

« OnepaTtop cbopa — DoHA Pa3BUTUAG MPUKIAOHOM MaTEMATUKN U
MHDOPMALMOHHbIX TEXHOMOMMM MMeHU akageMmka A. H. TUXoHOBa

« TpoeKT cooTBeTCTBYET KJ/1I04YEeBbIM HanpaB/ieHUsM aeaTtesibHocTu doHAaa:
coOencTBMe nccnegoBaHMam B 061acT BbIYUCTUTENbHOM MaTeMaTUKM,
MaTeMaTUYeCKOoro MoaempoBaHMa, KOMMbIOTEPHbIX HAaYK, MCKYCCTBEHHOIO
MHTENNeKTa 1 B ApYyrmx o6nactax MateMaTukm U MHOOPMaTUKU, a TaKxKe
n3ydeHure n ob6obLIeHre oMnbiTa, HAYYHOM U MPaKTUYECKOM OeATeNbHOCTM
POCCUMNCKUX, 3apyOEXHbIX M MeXAYHaPOAHbIX OpraHM3aLUmni

« Moppep)XuTte BbINYCK CUCTEMATUUYECKOIro y4yeb6Horo nocobusa
M cnpaBoyHuka no HIP/ROCm. CtpaHuLa Lenesoro cbopa Ha
nopTane ®oHga MMeHM A.H. TMxoHoBa:
https://tikhonovfoundation.ru/projects/19
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Cnacubo
3a BHUMaHue!



Pasuuua mexxay nokonexusimm AMD Instinct™ MI200 u MI300

AMD Instinct MI250X

AMD Instinct MI300A

AMD Instinct MI300X

(Up to) (Up to) (Up to)
o |Memory Capacity 128 GB HBM2e 128 GB HBM3 192 GB HBM3
E’_ Memory Bandwidth (Peak Theoretical) ~3.2 TB/s ~5.3 TB/s ~5.3 TB/s
E Scale-Out (Back-end) Network Bandwidth 200 Gb/s Ethernet/IB 400 Gb/s Ethernet/IB 400 Gb/s Ethernet/IB
S Max TDP/TBP 560 W 760 W 760 W
g . 2D IF, 2.5D EFB, 2.5D passive silicon interposer, 3D HB active interposer
== | lnfssiegensels (=gl 3D pbump HBM and multiple chiplets, 3D pbump HBM
~ o |FP64 Vector (TFLOPS) 47.9 61.3 81.7
g E FP32 Vector (TFLOPS) 47.9 122.6 163.4
E "q:_; FP64 Matrix (TFLOPS) 95.7 122.6 163.4
T & IFP32 Matrix (TFLOPS) 95.7 122.6 163.4
TF32* [TF32 Sparsity] (Matrix) 490.3 [980.6] 653.7 [1307.4]
x % FP16 [FP16 Sparsity] (TFLOPS) 383.0 980.6 [ 1961.2 ] 1307.4 [2614.9 ]
Y :_‘; BFLOAT16 [BF 16 Sparsity] (TFLOPS) 383.0 980.6 [ 1961.2 ] 1307.4 [2614.9 ]
< E FP8* [FP8 Sparsity] (TFLOPS) 1961.2 [ 3922.3 ] 2614.9 [ 5229.8 ]
INT8 [INT8 Sparsity] (TOPS) 383.0 1961.2 [3922.3 ] 2614.9 [ 5229.8 ]




