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Al, HPC, BO3MOXeH nu
YHMBEpPCanbHbIN KNnacTep?

PomaH CemMeHOB
CUCTEeMHbIN apXUTEKTOP



[Mpo6bnema «[AByx MnupoB»

MoueMy Henb3s npocTo 3anycTuTb Al Ha HPC (M Ha060poT)

XapakTepucTuka HPC (cuMynauun) Al (o6yueHune LLM)
BF16 / FP8 — H13Kkaa TouHoCTb paau throughput
FP64 — kpuTUYHa (pacxoanMoCTb 3a
TOYHOCTb . (8-16x Ha Tensor Cores), WyM UCMNONb3yeTcs Kak
MWNIMOH UTepaLmi)
peryndapusauums
Bottleneck Latency namaTu, ckopocTtb CPU [NponyckHaa cnocobHocTb HBM 1 ceTu
Tpaduk MPI, rpadoBbIt OBMEH, MenKkne nakeThbl All-Reduce / All-to-All, MaccrBHble cOObLLEHMNA
IlnHenHaa nocnegoBaTeNbHasa 3anuchb y
XpaHunuiie . Random read MmunnuapaoB Menkmnx gannos
$annoB Cc pe3ynbTaTamu
CeTb 1-21B-nopTa (200-400G) 4-8 IB (multi-rail, 3.2 Tbps)

OaunH GPU ymeet obe Beteu — y H100 ectb u FP64-6710km, 11 Tensor Cores. B KpemHum pasindmi HET — OHU B CETU U
TOro/I0rn y3/71a. YHUBEPCAalIbHOCTb — 3TO HE «OAQMHAKOBOE Xe/1e30», 8 C[TOCOOHOCTb OAHOIO 1y/1a O6C/1YXNBaTb 068

rpogu/is.




CnekTp Harpys3ok

Mexnay ¢usmnkon n ChatGPT
Knacc To4yHOCTDb MacuwTab KoMMYyHUKaLud PeXxum

HPC (CFD, knumMaT, Monekynsipka) |FP64 1-64+ y3na MPI, 1-2 1B MocTosAHHO
Inference 6bICTpbIX MOAENEN FP16 /INT8 1GPU /I MIG penko 2417
Inference Frontier Al Mogenen FP16 / INT8 8 GPU nvlink, NCCL, 1y3en |24/7
Fine-tuning (LoRA) BF16 1y3en, 8 GPU nvlink, NCCL, 1y3en |PerynsipHo
LLM pre-training (frontier) BF16 / FP8 64-1024+ GPU All-Reduce, multi-rail |Peako, nonro

HIGH PRECISION DEPLOYMENT DEPLOYMENT ADAPTATION MASSIVE SCALE

HPC (CFD, Inference Fast Inference Frontier Fine-tuning (LoRA) Pre-training

Monekynspka....)

TOYHOCTb MACLUTAB MACLUTAB PECYPC TOYHOCTh

FP64 (Double) 1GPU (MIG) -» 1Y3en 1-8GPU - 1Y3en 1Y3en

MACLUTAB PEXUM PEXWM YCKOPUTENN MACLUTAB

1-64+ vanos 24]7 Reai-time QL[] real-time 8 cru 1024+ oru

MPI, NMOCTOSIHHbIV PEXUM Light mopenu Frontier mopenu PerynsapHble 3anycku OnutenbHble ceccum




YHuUBepcanbHOCTb = OpKecTpauus

Ha oqHou pabpuke — ABa NyTU ynpaBneHus

KoHBEpreHTHbIM KnacTep — o6lwan dabpuka, oguH nyn GPU-y310B, pasHble NOTOKM yNpaBAeHHA ° Slurm B KBS — ,EI,J'IFl 6aTL‘|a HPC'CMMynﬂLLMM "
A0 natihe = A cepeca o6yueHune Moaenen. Partitions hpc, ai-train.
Deployment: Triton / vLLM HPA no latency / QPS
MIG-chakicel - 24/7 kubectl - GitOps ° K8S HanngyK) —_ nng Cemeca: MHCI)epeHC Kak

Deployment, MIG-cnanc, HPA.

+ KoopauHauua Ha ypoBHe y3M10B: Slurm 3HaerT,
Kakne HoObl 3aHATbl UHPEPEHCOM, U HE TporaeT
Partition hipc ‘ ‘ Partition ai-train nx. K8s He nnaHupyeT nogbl Ha HOAObI, 3aHATbIE
FP64 - MPI - 2-4 GPU BF16 - 8 GPU - shatch -
sbatch-3apaven.

Slurm (BHyTpu K8s) — AnA nakeTHbIX 3agaHuk

+ [lpodunb MHPepeHca 3agaeT pa3sMep HOUYHOIro
OKHa. BHyTpeHHUn/KopnopaTUBHbIN MIHPEPEHC -
Multl-rail B - Lustre / paboune yacbl. Houbto - nouTn Becb GPU yxoauT
BeeGFS - eautuit nyn Ho noA Slurm fine-tuning n akcnepuMeHThI.

AMHAMMUYECKWI LIEPMHT:
AHeém MIG-inference,
Houblo — training




TEXHUYECKUE MNMPUYNHDBI UHTEIPALIMA

YeTbipe npuumnHbl paaMecTuTb Slurm B Kubernetes

- OnuH ops-cTek. Inference yxe B K8s (Triton, vLLM, KServe, GitOps). Slurm psnomM — ogHa kKoMaHaa
aAlMVMHOB, €AMHHbI MOHUTOPUHT. Ha bare-metal Slurm — aBa napannenbHbix cTeka (Slurm-Ansible +
K8s-Helm).

* HAwn3 kopobku. slurmctld B noge — K8s nepesanyckaeT npu cboe.

« GPU-aware akocuctema K8s. MIG, Topology Spread, DRA, GPU Operator, device-plugin — BCe yXe eCTb.
He Hy>XXHO n3obpeTaTb.

- Operator-nattepH. SlurmCluster (Controller) CRD — neknapaTtuBHbiit YAML. U3MeHeHN — KOMMUT B
Git. OtkaT — kubectl rollout undo. Bare metal — pdsh + py4yHble npaBku slurm.conf.

=
= = 8 = ]
l l
VIHpepeHc BCE paBHO XMBET B K8S. Slurm psgom Ha o008 Be ®a, ><
bare metal = gBa creka. Slurm B K8s = ofuH CTEK.

slurm

workload manager ku be rnetes



Soperator / SUNK — naTTepHbl akcnnyaTaumm

[NepBble NpoeKTbl peanu3auun naeu slurm k8s

[lpoekT YTO B3ATb OrpaHuyeHue
jail — obwwui root FS yepes PVC (MrHoBeHHoE
o6HoBneHue 6uHapHmKoB). ActiveCheck CR — Single-partition — oanH SlurmCluster CR =
: npo6bl GPU/anckos/ceTu C aBTOAPENHOM. ogHa partition (hpc UMW ai-train); ana multi-
Soperator (Nebius) "
Ephemeral nodes — nepencnonb3osaHne GPU partition Hy>XeH dpopk onepaTtopa (roadmap
mexay training/inference. SSSD (LDAP/AD), 6e3 Ny6nNYHbIX CPOKOB)

Tailscale, Prometheus/Grafana/Loki n3 kopobkw.

Mo ymonyaHutio paccuntaH Ha CKS
(CoreWeave Kubernetes Stack,
nponpueTapHada K8s-nnatgpopma
CoreWeave); ans on-prem — pexum SUNK
Anywhere, |IB-gpariBepbl B 06pa3ax Hago
BEpPMPULMPOBATD

Syncer — aByHanpaBneHHbIn sync pod«snode (not-
ready pod = drained Slurm-ysen).

SUNK (CoreWeave) |AeToreH topology.conf n3 K8s labels. GPU straggler
detection — BbigBNeHWe oTcTaowmx GPU B multi-
node training.

Soperator u SUNK — production-gopku or Nebius u

CoreWeave. [Joka3biBaroT, 4TO «Slurm B K8s» — |\' E B I U S % s U n K

WHAYCTPUEIbHES ITPAKTHUKE, HE IKCITEPUMEHT.



Slinky — operator kak upstream-ocHoOBa

SchedMD (pa3spa6oTumk Slurm) + NVIDIA Slinky — ABa He3aBUCUMbIX KOMITOHEHTa

KOMMNOHEHT YTo penaet Korpa BbibupaTtb

3anyckaeT slurmctld, slurmd, login, db, rest-
slurm-operator api BHyTpu K8s kak pods. CRD
nodesets/loginsets/accountings

Y Bac oaunH K8s-knacTep, Hy>XHbl partitions hpc 1
ai-train noa sbatch. CtaHgapTHbIN Ny Thb.

Slurm ocTaétca cHapyxu K8s kak scheduler.
K8s-Pod TpaHcnupyeTcs B placeholder-job Y Bac yXe eCTb BHeLWwHU Slurm, v Bbl XOTUTE,
Slurm. Slurm BbigenaeT y3nbl n coobwaeT YTOObI K8S-Harpys3ku Wi yepes Hero.

obpaTHo.

slurm-bridge

Bepcum: Slurm =25.71, K8s =1.29 (operator) / =1.35 (bridge).

HA: pectapt pod'a (operator) — K8s nepesarnyckaer oy
- .
slurmctla, KoHTPo1/1eP rNoAHUMAET 3aHOBO. be3 shared FS. H1

KoHTeviHepsl: Job Containers — a1o OCI-06pa3sbl, He HyXeH S I urm
Pyxis.

YecraHoska: Helm chart, cert-manager, 4 KOMaHAabl.

Slinky — 310 upstream (He fork)



Slinky slurm-bridge — anbTepHaTMBHbLIU MY Tb

Slurm kak scheduler ansa K8s, Ho Slurm cHapyXwu

oTan YTO NnpoucxoauT

1 [lonb3oBaTenb oTnpaBngeT 06bluHbIM MaHUPecT K8s-Pod / JobSet

2 Slurm-bridge nepexBaTbiBaeT, TpaHcnpyeT B placeholder-job Slurm

3 Slurm BbigenseT pusnyeckue y3nbl C y4eTOM odepenm u fairshare

4 Bridge nenaet caxaeT Pod Ha BblgeneHHble Hobl, kubelet 3anyckaeT KOHTeNHepbl

Korga ncrosib30Bartsk: y Bac yxe ectb Slurm psaom ¢ K8s, v Bl xotute K8s-
Harpy3ku oTrpas/IaTb 4epe3 Hero, a He 4y6/1mpoBaTh 1/1aHMPOBLUNK.

OrpaHnyeHne: SKCK/II03NBHOE BblAe/1eHne LIe/1oro y3/1a Ha Pod. He noaxognt
A/14 M/10THbIX Inference-cepBucoB ¢ MIG-criavicamm Ha o4HOU HoAe.

CoBmecTumocTb: Slurm =25.11, K8s =1.35, DRA-only (CPU/GPU, IB 4epe3 SR-
IOV oTaesbHO).




Volcano - Kueue - Ray — korga Slurm

He HY>XeH

K8s-native anbTepHaTMBbl CAMOMY Slurm

[MpoekT Tun CunbHada cTopoHa OrpaHunyeHue
Volcano (CNCF K8s-native Gang/topology-aware scheduling, cnbHbIN Het MPl-cemanTuky, fairshare
) : no TRES, HeT aHanora slurmdbd
incubating) batch nns Spark / Ray / PyTorch :
accounting

K8s-native Ouepenn, fair-share, gang-scheduling He paét MPI, GRES, multi-
Kueue (CNCF) noBepx cTaHaapTHoro K8s Job API. A ! ’

queue MWHWUManbHbIN BEC — HE «MaTpeLLKa» tenancy B HPC-cmeicne

P Csou scheduler, autoscale, pogHon ans He 3ameHsaeT Slurm ana batch-

Ray onK8s ML-ppenmaopk ML-komaHp 6e3 HPC-Hacneauns jobs c MPI/Lustre

Koraa HE Hy>xeH Slurm B K8s

* Yuncto HPC-neracu 6e3 Al -» bare-metal Slurm yepe3 Ansible/SaltStack. K8s-overlay naét IB/Lustre overnead 6e3 Bbiroabl

«  HyxeH Tonbko K8s-6aTy c ouepeasamm - Kueue (nerye) unm Volcano (ecnu HyxeH gang/topology). Slurm He Hy>xeH
« ML-koMaHfa 6e3 HPC-onbiTa — Ray on K8s kak caMO0CTaTOUHbIN CTek (Tak genarT KpynHble ML-npoeanaeps!)

» Slurm B K8s HyxeH ang on-prem «HPC + Al training + inference Ha ogHoM nyne». [ MépuAa ¢ BHewWwHUM Slurm — slurm-bridge.

«  TMonHbi cnekTp 3akpbiT: Slinky / Soperator / SUNK (Slurm-based) + Volcano / Kueue / Ray (6e3 Slurm) + bridge (ruépuaHbie nannnanHb) .
3apava on-prem — Bbl6paTb Kapkac M CKOMBUMHUPOBaTb



BbiBO[L Q.

YHuBepcanbHoe xene3o HeBo3MoXHO — HPC 1 Al pacxoaaTca B TOYHOCTU, CETEBOM Npodune
M NaTTepHe XpaHunuLia.

YHuBepcanbHas opkecTpaums — peleHa. Slurm B K8s uepes Slinky (upstream) nnum
Soperator (jail, ActiveCheck) .

OKOHOMMKa pellaeTca npoduneM Harpysku. OueHnTb BpeMmeHHou rpadpumk HPC n Al;, cnaboe
nepekpbiTUe Harpy3oK = YHMBEpCasbHbIU.

[NaBHbIV BbI3OB — KOMaHAa. Hy>XHbl koMneTeHunn MPI/Lustre/IB u K8s/PyTorch/Triton
OQHOBPEMEHHO.
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Cnacuobo!

www.e-flops.ru
+7(495) 795-33-93
info@e-flops.ru
t.me/E-flops
Dzen.ru/e_flops

K VK.com/e_flops


http://dzen.ru/e_flops
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