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Cynepkomnbiotep ansa U “Xopec” (2018 ron)

e 74 BblMUCINTENbHbIX Y3Na;
24 y3na ¢ MOLHbIMK rpacomnyeckumMm YCKOpUTENSMn
(4xNVidia Tesla V100, NVLink + RDMA);
e TEH30pHble sapa ANsi MaWMUHHOIro oby4yeHus
(rmy6okoe obyyeHue);
notpebnexHune aHeprum: 90 kBaTT;
npounsBogutenbHocTb 1 MNdcnon/c;
cuctema xpaHeHus gaHHbIx 0.5 MNoéant
8-1 cynepkomMmnbroTep No MowHocTn B Poccun
camMocTosiTeNibHO cobpanu v BBenu B
aKcnnyaTtauuro

HIGH PERFORMANCE COMPUTING AND BIG DATA
SKOLTECH CDISE




Zhores Cluster Structure
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PacnpepneneHHoe rnybokoe oby4yeHue Ha “Xopece”

Model: ResNet50 Batch size: 32
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Uto ObINIO HanaeHo?

CraHgapTtHbIn cTakK: Linux, SLURM, modules, singularity containers
[Mogcuctema opkecTpaumn, NPOBMXKUHUHIA U ynpaBreHusa: Trinity + Luna +
LDAP

COop CTaTUCTUKM NCNONb30BaHNA PECYPCOB

COop CTaTUCTUKM NPOEKTOB (akageMnyecKmin)

[Mpouenypa 3anpoca pecypcos

[TocTosiHHas anpobauusa HoBoro obopyaoBaHMA U NOArOTOBKA K anrpengam
[MpoBeaeHne ceMnHapoB Ans Nosib3oBaTeNen — NOBbILLEHMNE YPOBHS
[TonbITanncb BBECTU NfIATHOE UCMOSb30BaHMe ANda MHOYCTPpUarbHbIX
NpoeKkToB (He ObIno ctaTbn pacxoaos 3a HPC B cmeTax) — He yganocbh



ObpasoBaTenbHass KOMMOHEHTA

e Tpak High Performance Computing

e KnroueBon kypc: “BbicokonpounssogutenbHble BblYUCIEHNS”
o OpenMP
o MPI
o CUDA
o WHTterpauumsa c Python

e [lonynapHeIn Kypc: “BbicokonpoussoauTensHbln Python”
o [MpnmeHeHne pasnuuHbix GMGIMOTEK ANA 3HAYUTENBHOIO YCKOPEHMUS BbIYMCNIEHUN
m  Numpy
Numba
Multiprocessing (native + MPI)
Cupy n GPUs
Distributed Deep Learning, Dask, RAPIDS, Ray

e Kypc: “Introduction to Linux and Supercomputers”
e OuyeHb He XBaTaeT KYypCoB N0 CUCTEMHOMY aAMUHUCTpUpoBaHuto, DevOps,
MLOps 1 HET cneumnannucToB, KOTOPbIE MOTYT YMTaTb



HekoTopas ctatuctuka (2020)

ol

80% of jobs request 1 gpu
I —

GPU wtilization
0o

21953 2010520 20030 2010090 10020

Real GPU utilization less than 20%

GPU allocation

100

80

60

40

20

0

o "w ¥} ~ - o« o e
=] o o o o o a9
“w " w v “w
g o 8 o o = o p-{
oy o
o~ "
0 0
o o
last min avg
B GPU_sllocation_gpu_small  [avg] 9 9 10.15

M GPU allocation gpu big [avg] 32 26 53.91

GPU allocation is above 60%

Average waiting time (s)

pu smaII cpu_ smaII cpu_big  gpu_big  debug

\

Queues

BonbLWKMHCTBO
rnonb3oBaTernien He
BbIxoaAT 3a 1 ysen GPU



CtaTtyc nepepq anrpenaom (koHed, 2021)

Ho:

bonb 1: HeT cobeTBeHHoro LIOa, apeHaa Ha ceBepe MockBbl (orpaHn4eHns

MO 3NEKTPUYECTBY M OM3MYECKOMY NPOCTPAHCTBY)

bonb 2: orpaHn4yeHHOe PMHAHCUpPOBaHUE U pecypChbl — MPULLSIOCh UCKaTb

pa3yMHbIN BDanaHc

[MpoTecTMpoBaHbl MHOMME apXUTEKTYPHbIE PELLEHUS

3HauYMTENbHLIN OMNbIT B UCMOSib30BaHUKN HenponpueTapHoro CXM (BeeGFS)
OnbIT nycko-Hanagku cynepdABM ¢ Hyns

AHann3 CTaTUCTUKKM NMoKasarn, YTo MNOMMHOCBSA3HAsA MallMHa He HyXHa!
Heobxognma otyyxxgaemasi MawunHa (yCroBusd rpaHTa)



Cynepkomnbirotep ana U “XKopec-2” (2023 ropn)

e 20 BbM. y3noB CPU (2x32 agpa)
9 BbIv .y3noB GPU c rpacmnyecknmm yckoputenamm
(8xNVidia Tesla A100, NVLink + RDMA);

e TEH30pHble sapa ANsi MaWMUHHOIro oby4yeHus
(rmy6okoe obyyeHue);

e notpebneHune aHeprum: 55 kKBarTT;
npounsBogutenbHocTb 1 MNdcnon/c;
cuctema xpaHeHus gaHHbIx 0.25 MNoant NVMe
BeeGFS

e caMoOCTOoATeNbHO cobpanu u BBenu B
aKcnnyaTtauuro

ZH@RES 1

HIGH PERFORMANCE COMPUTING AND BIG DATA
SKOLTECH CDISE




3agayun anga “2Kopec-2” n pyHKUMOHarNbHaa cxema

e CPU vacTb: croxHble BblMUCIIUTENBHbLIE MOAENN NPUPOAHBLIX Npoueccos, 10
Ons pacyeTa npoueccosB nepeHoca B atmocdepe n MO ans
NPOrHO3MpoBaHUA HeTeoTaaumn nnacra.

e GPU yacte: Henpocetesble mogenu (SciML) ana ontummusaumm
COMYyTCTBYHOLLUMX NPOLIECCOB MPU 3aaHHbIX OrPaHNYEHNAX Ha IKOSTOrMYECKNN
ywepb n yrnepoaHbin crea.

ITopcuctema
BBICOKOCKOPOCTHOM

CeTeBasi moficCTEMA

ITopcuctema
YIIpaBJICHU, ITopcucrema
MOHHUTOPHHTA 1 XpaHeHus

JUCTpHOBIOIMHI

BrerauciurennHas BreramciaTensHas
TOJICHCTEMA HOJCHCTEMA
CPU GPU




CTpykTypHas cxema “YXopec-2”
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BBIMHCIHTEbHBIE Y3TbI
CPU

ITnargopma BHPTYaH3aLUH

BoIMECTHTENbHBIE Y3/Tbl
GPU

Brrancmurensnoe nose CPU

BrorauciurensHoe none GPU PCX]],

Yanel ¢ 8 GPU co cneayiounmm KnYeBbiMA XapakTepucTMKamu:
GPU: 8 x NVidia A100 80Gb SXM4 (Delta platform)
CPU: 2 x Intel Xeon Scalable v3 6330 (yHuBepcanbHbIi NpoLIeccop ¢ nyyLlen
YAENbHOW CTOMMOCTbBIO Ha AApO0)
Memory: 16 x 64GB DDR4 RAM (1TB ¢ BO3MOXHOCTLIO AanbHenLen
MonepHuaaumu)
Disks: 4 x 3.8TB NVMe guck (ans addekTmBHOn paboTbl TexHonorun NVidia
StorageDirect)
Network: 4 x InfiniBand HDR (1 noptoBas kapta 200Gb/s, obecneunBatoLas
MaKCUMarnbHy0 NpoM3BOAMTENBHOCTL Nepeaadn gaHHbix yepes uHtepderic PCle
v4, u ona adpdexTuBHon pabotel TexHonorun NVidia GPUDirect)

BLICOKOCKOpOC'I‘Haﬂ CCTh

1. Pewenue (1120 aaep) Ha ocHoee HPC blade cepBepa ¢ knoueBbiMu
XapaKTepUCTMKaMK:
1 waccu B hopm-thaktope 8U Ha 20 cepBepHbIX y310B.
B kaxxgom yane:
CPU: 2 x Intel Xeon Scalable v3 6330 (yH1BepcanbHbIM NPOLECCOpP C NyyLWen
YAENbHON CTOMMOCTbLIO Ha SAPO)
Memory: 16 x 64GB DDR4 RAM (1TB ¢ BO3MOXHOCTbIO AanbHEWLLen
MoaepHu3aLun)
Network: 1 x InfiniBand HDR (1 noptoBas kapta 200Gb/s, o6ecneunBatowan
MakcMManbHy0 NPOU3BOAUTENBHOCTL Nepenayn AaHHbIX Yepes uHTepderic PCle v4)
Bca koMMyTauua pacnonoxeHa B Luaccu




KoMMyTauus n apxuTteKkTypHasi cxema
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BepxHeypoBHeBasi apxmuTekTypa

[ GPFS } { Infininband HDR core ]———[ BeeGFS }

Fat tree Infiniband EDR Infiniband HDR

[ >Kopec-1 ] [ Kopec-2 ]




Tect 1. mopenupoBanue noroabl WRF Ha joMeHe bapeHueBa u Kapckoro Mmopeu
Kak ANA KIMMaTU4YECKOIro aKCnepnMeHTa, Tak U anda CUCTEMbI ONepParnuBHOINo NPoOrHo3a

— NEMO
— WRF+WW3

Mogaenb noroabl WRF 3aHUMaeT NbBUHYIO
OONK0 BpEMEHU pacyeTa

67°30'N

Pacyetr WRF - B ABYX NPOCTPAHCTBEHHbIX

pa3peleHusx (3 u 6 Km)

o [lna peleHns MHOXXeCTBEHHbIX 3a4a4
ONTUMU3ALUU MOAENIN B CUCTEME
onepaTUBHOrO NPOrHo3a N1eA0BOM
o6cTaHOBKM

o 1N BbISICHEHUS BAUAHUSA peLLeHUs Ha
KayeCcTBO NPOrHo3a abAa

65°N

62°30'N
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AKTyanbHas cxema BbluncamtenbHbix gomeHoB WRF u NEMO+WW3




OU,EHKa npon3BoauUTENIbHOCTU YNCNIEHHbIX SKCNEPUMEHTOB
B [1BYX NPOCTPaAHCTBEHHbIX pa3pelueHusix (6 u 3 km)
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Tect 2. WRF B pa3spelueHumn 6 KM Ha paclumpeHHoM perunoHe (CesMopllyThb)

2023-07-20 00:00:00
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U3obpaxeHune gomeHa WRF (6 km, CesMoplyTb) YckopeHue moaenu, Kak pyHKUMa yucna saep



CueHapwuii: lNporHosupoBaHune YpesBbl4anHbIX cuTyaumm =
— NpUpPOAHbIe MoXKapbl

Uensb
lMporHo3npoBaHe BEPOATHOCTU BO3HUKHOBEHWA NOXapoe AnA
npeaynpexaeHua YC u MuHUMKU3auuK yulepba

- ===
MoTeHunanbHble NonbL30BaTeNu £
DenepansbHble U perMoHankHble oprawbl no YC, areHTcTea - . [ — |
no OxpaHe OKpyXXaioLien cpebl |

CueHapum ucnonb3oBaHUA

» PernoHansHbie opradsbi no YC MoryT ucnosb308ars CEPBUC . _ T s
[ANA NPOrHO3a BO3HUKHOBEHWA NOXapoBs, OnepaTuBHOro N _m
pearuposaHva 1 adEKTUBHOro pacnpeneneHua pecypcos.

[ S Y A -

« AreHTCTEa N0 0XPaHe OKPYXKAKOLWEi Cpeabl MOryT MPUMEHATh
NPOrHO3bI AUNA Pa3paboTKu Mep

no NpefoTBpalieHUIO 3KONOrMYecKuX KaTactpod. KapTbi ¢ NPOrHO30M BEPOATHOCTU NOXApOos Ha 5 AHe#
Bnepep ¢ paspeweHuem 20x20 kKm

TexHuyeckue petanu

~80-85% TOYHOCTb npomoaa « WcnonbaoeaHHble faHHble: Tonorpaduyeckue, NOroaHble AaHHbIe,
MYNbTUCNEKTPANbHLIE CHUMKW, NaHHLIE O NNOTHOCTU HACEeNeHUA.

~20X20KM, NPOTHO3b! ANA NIOGBIX PErUOHOB ApxuTexkTypbl: resnetx, ConvLSTM, 3DVIT
Ha TeppuTopun PO

BbICOKaRA AETANLHOCTL NPOTHO3a, PaspelleHne KNeTKu

» Pecypcel AnA oaHOro akcnepuMeHTa (cynepkomneiorep zhores): 1
euaeokapThl NVidia A100, 32 agpa cpu Ha BuaeokapTy. CymmapHoe
BPEMA NnoTpaveHHbIX gpu-vacos: ~100



Cronrex

CueHapun: OueHka nocnegcTBum HaBOLHEHUN

Lens
OnepaTuBHan OUEHKa 30H 3aTONNeHuA U ywepbda
WH(PpacTPyKType Nnocne HaBoaHEeHWA

[MoTeHumanbHbIe NonbL3oBaTeNMn
depepanbHbie U perMoHanbHble opradsl no YC, MyHUUMNanbHbIe CyX6bl

s

CueHapum ncnonb3oBaHuA

« MepepanbHbie U pervoHanbHble opradbi no YC MoryT ucnons3osarts
cepsuc ANA ObICTPOro onpefeneHyA 30H 3aTONNEHUA W OLIEHKW TUNOB %
3aTONNEHHLIX TEPPUTOPUIA NOCNE HABOOHEHWA.

»  MyHuumnansHble cnyX6sl MOryT NPUMEHATE NONYYEHHBIE AaHHbIe ANA -
oprasusaumm adpeKTUBHbLIX paboT No NUKBKUAALUKA NOCNEACTBUIA U
BOCCTAHOBNEHUIO 3aTONNEHHLIX TEPPUTOPHHA.

» OpraHbl MECTHOrO CaMOyNPABNEHWA MOrYT HCMONB308aTs UHGOPMALWIO o
LA CBOEBPEMEHHOr0 ONOBELLEHWUA XUTENEN O 3aTOMNIEHHbIX PaioHax u Bo BpemA 3aTonneHa Lk G

peKoMeHaaLuii no 6e3onacHoCTy. )

TexHuyeckue petanu

» Wcnonb3oBaxHble AaHHbIe: UMpoBan Moaens penseda, MynbTUCNEKTPankHbIe, == =t ——
panapHbie CHUMKK, NOKPbIiBaKOLWWe TeppuTopuio 6onee 25000 KM2. ADXUTEKTYPbI:

MAnet, Unet++. KapTsi 3aronneHuid, KoONU4YECTBEHHbIE OLUBHKU NNoWanei 3aTonneHHbLIX
MOBEPXHOCTEN, TUNOB 3aTONNEeHHbLIX NOBEPXHOCTEN
» Pecypchl AnA 04HOrO 3KCNEPUMEHTA (CynepkoMnbioTep zhores): 2 BMaeoKapThl

NVidia A100, ~100GB RAM. OfLee BpemA NoTpayeHHbIX gpu-4acos: ~200



Attosecond XUV pulses with Orbital Angular Momentum

Ey snapshot t = 3.997 T_laser
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MoLLHbIN NasepHbIn UMMNYNbC
npu B3anMogencTBmm ¢ nnasmomn
KOHBEPTMPYETCS B rapMOHUKN

E. Jlnnkos.a, K. Konynaes,
3 mogenupoBaHue
METOAOM YacTul B s4enke
Particle-in-Cell (PIC)

J.W. Wang, M. Zepf, S.G. Rykovanov, Nature Communications (2021)

Ey



3akrno4dyeHune

e [lIpeacraBneH crtaTyc, ycrnexm u npobriemMmbl cyrnepkomnboTepos ans N
“Kopec” n “XKopec-2~

e BbicokonpounsBoguTernbHble BblYUCIiEHUS B CkonTexe pa3BuBatoTCs

e EcTb oedumumnt pecypcos, TpebyeTcs kak bosbLUe pecypcoB, Tak n bonee
adopekTnBHbIE METOAbLI UX OpKeCcTpaLuum

e [lepexon Ha 3anyck 3agad B KOHTEMHEpPaX MOMOraeT nonbL3oBaTensm
NCMNOSb30BaTb NEPCOHANN3NPOBaHHbIE OKPYXEHUSI 6€3 BHECEHUSI NU3MEHEHUS
B CUCTEMHYIO YacTb Knactepa

NMnaHbl

e KoHconugauma pecypcoB Ans NoBblLEHNA 3PPEKTUBHOCTN NCMNOMb30BaHNSA
e [lepexon Ha LUNAZ2 B kayecTBe opkecTpaTopa M CUCTEMBbI ynpaBreHns
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